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Abstract

This report describes a novel parallel Multi-unit resouBzeadlock Detection Algorithm (MDDA)
and its hardware implementation (MDDU). The contributi@re (i) the firstO(1) hardware deadlock
detection, (ii) reduced)(min(m,n)) preparation, wheren and n are the number of processes and
resources, respectively, and (iii) support for multi-ueourcesO(min(m,n)), previouslyO(m xn), is
achieved by performing all the searches for sink nodes fan @ad every resource in parallel in hardware
over two matrices representing resource allocations ak agebther auxiliary matrices. Moreover, we
prove the correctness and run-time complexity of MDDA. MDIptbvides a fast and deterministic
deadlock detection mechanism for Multiprocessor SysterGhips (MPSoCs), which we predict will
become prevalent in the near future in system designs. Queriements demonstrate that MDDU always
takes two clock cycles to detect deadlock regardless the afizhe system. Lastly, the MPSoC area

overhead due to MDDU is small, approximately 0.024 percenMDDU16x16 on our example MPSoC.

Index Terms

Deadlock detection, Parallel algorithm, Multi-unit resoe; Hardware/software codesign

I. INTRODUCTION

System-on-Chip (SoC) and Chip Multiprocessor (CMP) are newcepis featuring the design of

single chips containing processor cores in addition tollaozamory and other Intellectual Property (IP)
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cores. Such design paradigms are suitable for not only eneldedgstems but also high performance
systems and provide the balance among cost, power consumgotd performance. Recent technology
enabling to integrate a tremendous number of transistasaved multiple processors to be fabricated
on a single chip. In fact, the world is in an early stage of ifechtion of CMPs for scientific and
embedded computing domains as well as the general-purpesputing domain [2]. For example, the
Cell Broadband Engine (CBE) is an 8-core heterogeneous CMélafmd by Sony, Toshiba and IBM [6].
CBE-based embedded systems are envisioned as promisirtgpisléor high-speed media processing
systems and medical systems [7]. Another example is TILE64egsmy family from Tilera [23]. One
TILE64 processor consists of 64 identical processor coress)tihterconnected with Tilera’'s iMesh [24]
on-chip network. Each tile integrates a full functional geth@urpose processor, L1 and L2 cache as well
as a non-blocking switch that connects the tile into the mAshransistor counts continue to increase and
in all likelihood follow Moore’s Law [16], Multiprocessor Syam-on-Chips (MPSoCs) are very likely to
become more prevalent in the near future.

To exploit the immense computing power of MPSoCs, multi-teshapplications or multi-program
workloads likely become increasingly common in the futufesuch a trend comes to be, MPSoCs
will inevitably incur a high demand on resources as well. Void the resource demand becoming a
huddle, it is common to provide multiple units of the sameetygf resource that can serve multiple
processors simultaneously. While such MPSoCs can potgniiafirove the overall throughput of the
systems, not only does the probability of deadlocks in&glast also deadlock detection becomes harder.
As many MPSoCs are designed for real-time applications, theyr@naged by a Real-Time Operating
System (RTOS). An RTOS must provide services that guarantgedtadlines be met deterministically.
Due to these factors, the deadlock detection service for MBS@uld be applicable to multi-unit
resource multi-processor environment as well as fast atefrdenistic. To ensure that a deadlock detection
service is delivered timely, it seems better to have a désgtichardware unit that implements a deadlock
detection algorithm because software deadlock detectionldvbe less deterministic due to various
execution overhead (e.g., OS context switch and resounceiion).

In this report, we present a novel parallel Multi-unit resmuDeadlock Detection Algorithm (MDDA)
as well as its hardware implementation, which addresseghb#enges for deadlock detection for the
aforementioned real-time MPSoCs. Our work is inspired by Kimbrk [9] in O(1) deadlock detection

as well as Shiu's work [18] in parallel processing in hardwaoe makes substantial improvements in
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various aspects. The described algorithm has a run-time lesitypof O(1) for deadlock detection and
O(min(m,n)) for detection preparation, where is the number of processes ands the number of
resourcesO(1) complexity is achieved by pre-computing the reachable sdes of each resource and
comparing the sink nodes with the requester process nodddadlock detection (see Definition 3.5
and 3.7 in Section 1l for the formal definitions of a reachabdel@ and a sink node). The computation
of the reachable sink nodes of a resource, in the phase dftetgreparation, is equivalent to a graph
traverse that visits all reachable nodes starting fromrémsturce and then identifying sink process nodes.
The graph traverse visits each resource node in its reackablexactly once by our novel mechanism,
which prevents our algorithm being trapped in cycles (seénidien 3.6 for the formal definition of
a reachable set). Moreover, our algorithm parallelizes ordy the graph traverse for multiple sinks
of a resource but also graph traverses for each and everyroesahereby achievin@(min(m,n))
complexity. We also prove the correctness and run-time ¢exitp of MDDA.

The rest of this report is organized as follows: Section |l eerd some related deadlock detection
algorithms. Section 1l introduces definitions and termimgiés relevant to MDDA. Section IV reveals
the behind theory of MDDA.. Section V elaborates on MDDA andlaxys the algorithm with an example.
Section VI presents the proofs of the correctness and rua-¢omplexity of MDDA. Section VII describes
the hardware implementation of MDDA. Section VIII discus$ies simulation of the MDDA hardware

and the simulation results. Section IX concludes this report

Il. RELATED WORK

Deadlock is a situation in which two or more processes arefinitely waiting for resources that the
other owns. A variety of deadlock detection algorithms hbagen proposed in the past. By the type of
systems that an algorithm can be applied to, all previouslflished algorithms can be classified into
two categories: the algorithms applicable to the systentls multi-unit resources and those applicable
to the systems with only single-unit resources.

Shoshankt al. introduced a deadlock detection algorithm with a run-tinsenplexity of O(m? x n)
for multi-unit resource systems, whene andn are equal to the number of processes and resources in
the system, respectively [19]. Holt presented@@n x n) algorithm to determine whether a blocked
process is deadlocked in multi-unit resource systems [6]h BBhoshani’s and Holt’s algorithms leverage

a Resource Allocation Graph (RAG) representation. Leibfdescribed a deadlock detection algorithm
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for multi-unit resource systems using an adjacency maapresentation and matrix multiplication, but
its run-time complexity isO(m?3) [12]. Kim also introduced an algorithm that detects deakliocO(1)
run-time for multi-unit resource systems [9]. However, tha-time complexity of its deadlock detection
preparation iSO(m x n). For single-unit resource systems, Kim and Koh [10] intrmeth an algorithm
that detects deadlock i@ (1) run-time after the deadlock occurs and has the overallima-tomplexity
as O(m + n). Cahit [1] presented a deadlock detection method for singleresource systems based
on the RAG, which has a run-time complexity 6f(e¢), wheree is the number of edges in the RAG.
More recently, Shitet al. [18] devised a parallel algorithm for single-unit resousystems which uses
an adjacency matrix representation and graph reductiortectideadlock, and its run-time complexity
is only O(min(m,n)). However, as most of today’s SoCs contain multi-unit resesir(e.g., multiple

I/O buffers or multi-page memory), our algorithm is moretahbie for real-world systems.

IIl. BACKGROUND WITH DEFINITIONS

In this section, we introduce some concepts from graph theod operating system, which play
important roles in our algorithm. Above all, we use a Reseuldiocation Graph (RAG) to represent
the resource allocation scenario among processes andrecesoim a system. We first describe some
definitions related to RAG.

Definition 3.1: A RAG is a bipartite directed graph that consists of a set of process nodes, & set o
resource nodes and a set of edges each of which is eithetedirfom a process node to a resource
node (a request edge) or from a resource node to a procesqagdant edge).

The set of nodes and the set of edges are denotdd byd F, respectively.

Definition 3.2: A path (p;,, q;,), (¢j,:Pis)s -+ (Pin» i )s -5 (¢, Dj..,), IS @ sequence of alternating
nodes connected by edges where each edge is distinct, ané whedenotes a process node apng
denotes a resource node. The length of a path is the numbege$ edong the path.

If any nodes in a path are not distinct, it contains at leastaytle. A cycle does not contain any sink
nodes (see Definition 3.7 for the formal definition of a sink rjode

Definition 3.3: A simple path is a path in which all nodes along the path aréndis Thus, a simple
path does not contain any cycle.

Definition 3.4: The distance fromy; to v; is the number of edges along a simple path that starts from

v; and ends av;.
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While the aforementioned RAG representation is suitablesfiogle-unit resource systems, it is inad-
equate for multi-unit resource systems. In a multi-unibrtgse system, a process may request and thus
be assigned not only multiple resources but also more thanuoit of the same type of resource. To
carry the information on how many units of a resource aregassi to a specific process, the RAG is
modified such that every grant edgg = (g;, p;) is given a number that is equal to the number of units
of resourcey; assigned to procegs. We call this RAG, which carries the numbers of assignedsuait
weighted RAG

Then, let us introduce four key concepts used in our algotithm

Definition 3.5: A nodew; is reachable from a nods if and only if there exists a path that starts from
v; and ends at;. Thus,v; is called a reachable node of [5].

Definition 3.6: The reachable set of nodeis a set of nodes such that a path exists froo every
node in the reachable set [5].

The reachable set of nodeis denoted as/(v).

Definition 3.7: A sink node is a node that does not have any outgoing edgeqB], [

Definition 3.8: A knot is a nonempty sek of nodes such that the reachable set of each nodg in
is exactly K [5].

The following example illustrates the concept of reachakls and knots.

Example 1:Examples of RAGs with and without knots.

Consider the resource allocation situation in a system represented by Figure 1(a). The reachable set for

each and every node in Figure 1(a) is shown in Figure 1(b):

y(pl):{ p11q11p2|q2,p3}

y(®)={p,,q,,P,,d,,P}
f y(P)={}
@ @ y@)={p.,q,,p,,d,,P}

\_/A yQZ):{ plyqlva’q21p3}

(a) A RAG without a knot. (b) The reachable set for each not

Figure 1. An example of a RAG without any knot.

As can be seen, there exists no set of nodes that fulfills the definition of a knot. Note that p3 in Figure 1(a)
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is a sink node because it does not have any outgoing edge. Next, let us insert an edge (ps, ¢1) as shown in

Figure 2(a). The reachable set for each and every node in Figure 2(a) is shown in Figure 2(b).

y(P)={p,,q,,P,,q,,P}
y(®)={p,,q,,,,9,,P}
y®)={p.,q,,P,,q,,P}
y@)={p,,q,,p,,9,,P}
y@,)={p,,q,,p,,q,,P}

(a) A RAG with a knot. (b) The reachable set for each not

Figure 2. An example of a RAG with a knot.

Now in Figure 2(b), let us consider a set K containing all the nodes in the RAG (i.e., K={p1, ¢1,D2, 92, p3})-
The reachable set for each and every node in K is exactly K itself. Thus, set K is a knot. |

Next, asingle-unit resourcea multi-unit resourceand anexpedienttate are defined as follows:

Definition 3.9: A single-unit resource is a resource that serves at most coeegs at a time. This
means while a single-unit resource is serving a processtladr processes requesting this resource must
wait [20].

Definition 3.10: A multi-unit resource is a resource that can serve one or paeesses at the same
time. All processes are served with the same or similar fanatity [20].
Note that the multi-unit resource is a generalized concEttteosingle-unit resource. A multi-unit resource
continues to serve new requests as long as it has enoughrfitsetas be assigned.

Definition 3.11: A system is in anexpedientstate if all requests for available units are granted
immediately [5].
Thus, if a process requests an available unit of a resoureeghilr forming a request edge, the request
edge is immediately replaced by a grant edge after the umjtasted. That is, we do not consider the
intermediate state with a temporary request as a meanistgtd.

To facilitate the computations in the algorithm, we also defirsink bitmaskand aprocess bitmask
as follows.

Definition 3.12: A sink bitmask for the reachable sink nodes of resogrde anm-bit vector[0. ..0101. . .07
in which its i’ digit is 1 if process; is a reachable sink node frog) in the RAG, wherel < i < m.

Otherwise, the'” digit is 0.
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Definition 3.13: The process bitmask of procegsis anm-bit vector [0...010...0]” in which only

the st bit is 1, and all others are zeros.

IV. THE THEORY BEHIND DEADLOCK DETECTION IN MULTI-UNIT RESOURCESYSTEMS

In this section, we introduce two necessary and sufficientlitioms for deadlock with respect to a
RAG. It is well known that a cycle in a RAG is a necessary andicaht condition for deadlock for
single-request systems consisting of only single-unibueses [5], [10], [11], [18]. However, in multi-
unit resource systems, a cycle in a RAG is no longer a suffigentition for deadlock. The following
theorem introduces a necessary and sufficient conditiondadldck in a multi-unit resource system.

Theorem 4.1:An expedient multi-unit resource system with single-upijuests is in a deadlock state
if and only if its corresponding RAG contains a knot [5].

By Theorem 4.1, detecting deadlock in a multi-unit resourcsesn is equivalent to finding a knot in
its corresponding RAG. It is observed that if a resource dgiested by a process whose corresponding
node is the only reachable sink node for that resource nott@ptforms in the RAG. Based on this
observation, Kim proposed an algorithm that is capable téadimg deadlock inO(1) run-time [9]. We
formalize such an observation by the following theorem.

Theorem 4.2:In an expedient system that is not in a deadlock state, whetepsp; requests a unit
of resourceg; whose unit is unavailable, its request is blocked. Then, tge€p;, ¢;) is inserted in its
RAG. In the new RAG, the reachable setgfis a knot if and only ifp; was the only sink node in the
reachable set of; beforep; requestsy;.

To make the proof of Theorem 4.2 more concise, we first introdungke prove Lemma 4.3.

Lemma 4.3:If there exists a path from nodg to nodev;, theny(v;) C v(v;).

Proof: Let us assume that nodg is any ofv;’s reachable nodes, i.e., there exists a path figm
to v. Then, because a path exists frepto v;, there must exist a path from to v, (v; — ... = v; —

. — vi). Thus,v, is also a reachable node of. That is, any reachable node of is also a reachable
node ofv;. Sincev; may have other reachable nodes that are located in betwesv;, the reachable
set ofv; is a subset of the reachable setpflt is possible that there exist other paths directed figm
to more nodes, which are not reachabledyy In such cases, the reachable sevpis a subset of the
reachable set of; as well. [ |

To prove Theorem 4.2, we also utilize Lemma 4.4 from [5].
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Lemma 4.4:A graph does not contain knots if and only if for each node (s&yn the graph, either

v; itself is a sink or there exists a path directed fropto a sink node.

Proof: See [5] for the proof of Lemma 4.4 [ |

Now, let us prove Theorem 4.2.

Proof:

1)

2)

=(the sufficient condition): Suppose that edge, @;) is inserted in the RAG and that makes the
reachable set of; a knot. We will show thaf; is the only reachable sink node of beforep;
requestsy; by contradiction. Let us assume thatis not the only reachable sink node @f, i.e.,
there exists another sink node (sgy reachable frony;. Since the reachable set @f becomes a
knot afterp; requestsy;, and sincep; is a reachable node af;, the reachable set ¢f, is also the
reachable set af; by the definition of knot (Definition 3.8). Howevey, is a sink node, which means
that the reachable set pf is an empty set according to Definition 3.5 and 3.7. This coittadhe
conclusion that the reachable setp)fis the same as the reachable seygfwhich is non-empty.
This contradiction results from the assumption tpats not the only reachable sink node @f.
Therefore,p; is the only reachable sink node @f beforep; requestsy;.

+(the necessary condition): Suppose thais the only reachable sink node @f beforep; requests
q;- We will show that the reachable setgfis a knot after edgep(, g;) is inserted in the RAG. Let
us assume, befong requestsy;, ny, is any ofg;’s reachable nodes. Thus, according to Lemma 4.3,
v(nk) € v(g;j). Because the RAG does not contain any knot, by Lemma4,4s either a sink
node or has a path directed from, to a sink node. Theny;, either (i) isp; or (i) has a path
directed top;. It is because ifn; satisfies neither (i) nor (ii)g; has more than one reachable
sink nodes. Hence, after edge;,(q;) is inserted in the RAG, there exists a path framto ¢; as
well (n, — ... — p; — ... — ¢;). According to Lemma 4.3y(q;) € v(ng). Henceyy(ng) = v(g;).
That is, for any reachable node, of ¢;, the reachable set of;, is the reachable set af;. By

Definition 3.8, the reachable set gf is a knot. u

Our O(1) deadlock detection requires that all reachable sink nodesilf resources have been pre-

computed and known at the time a resource request is blodkedcall this pre-computation of the

reachable sink nodes for all resouraistection preparationDetection preparation in Kim'’s algorithm

requires a run-time complexity @ (mxn). Unlike his algorithm, our novel detection preparation noet

conducts detection preparation for all resources by peiifuy Boolean arithmetic among the elements
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of several matrices, and thus parallelizes the entire pagipa with respect to each resource. As a result,
the run-time complexity of detection preparation is redut® O(min(m,n)). The following example
illustrate the gist of our algorithm by showing how each mdra RAG is traversed for each resource to

find its reachable sink nodes.
Example 2:Traversing a RAG to search for sink nodes.

Let us reconsider Figure 1(a) as an example. There are two resources in the RAG, namely ¢; and gs.
Figure 3(a) and (b) show the steps that are taken to search for the reachable sink nodes of ¢; and g,
respectively. Now, let us focus on the ¢,'s search. The left-hand side of Figure 3(a) shows the first iteration
of the ¢;’s search in the form of graph traversing. Only the edges that are traversed in the first iteration are
shown in the graph; others are omitted. The process and resource nodes visited in the first iteration are
highlighted (i.e., process node p, and resource node ¢-). From Figure 3(a), we can see that no reachable
sink node of ¢; is found in the first iteration. Similarly, the second iteration of the search is depicted on the
right-hand side of Figure 3(a). It shows that in the second iteration the search starts from ¢, (i.e., the point
where the first iteration stopped) and visits process nodes p;, p3 and resource node ¢;. Therefore, sink
node ps is found to be reachable from ¢;. Now, the search for ¢;’s reachable sink nodes either cannot travel
farther because of encountering a sink node (i.e, p3), or arrives at a node previously visited (i.e., ¢;). This
indicates that the search for ¢,’s reachable sink nodes is complete. In the same way, the two iterations of the
search for ¢5's reachable sink nodes are illustrated in Figure 3(b). From the search, we find p3 to be the only
reachable sink node for ¢, as well. The searches for ¢; and ¢»’s reachable sink nodes can be performed in

parallel because there is no dependency between them. After the searches are complete, the information

on the reachable sink nodes for each resource is stored and ready for next deadlock detection.

iteration 1 iteration 2 iteration 1 iteration 2
(a) the search of the sink nodes of g (b) the search of the sink nodes of g

Figure 3. Examples of the steps in search for sink nodes.
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V. ANEw DEADLOCK DETECTION METHOD FORMULTI-UNIT RESOURCESYSTEMS

In this section, we first present some assumptions for ouetargstem. Then, we describe a matrix
representation of a weighted RAG, on which our hardwarerdlguo is based. Next, the details of our
deadlock detection algorithm for multi-unit resource sys$ are presented and stepped through with an

example.

A. Assumptions

For the presented deadlock detection algorithm, we makéottmaving assumptions for its applicable
systems:
1) Each type of resource has a fixed total number of units.
2) The system is in aexpedienstate (see Definition 3.11 for the formal definition of an expatlstate).
3) A process requests one resource unit at a time. Thus, agsraseblocked as soon as it requests
an unavailable resource. By Theorem 4.1, a knot becomes &gargeand sufficient condition for

deadlock [5].

B. Introduction of a Matrix Representation of a Weighted RAG

Commonly, a graph is represented by an adjacency matrixSpgcifically, a RAG can be represented
by an(m+n) x (m+n) matrix, wherem is the number of processes ands the number of resources.
Each element of the matrix is either 1 or 0, with 1 indicatingegige directed from the node labeled by
the row to the node labeled by the column, and 0O indicating dgeeSuch an adjacency matrix for a

RAG is defined as followsA = { A[i][j]} (m-+n)x (m+n), (1 <7< (m+n), 1 <j < (m+n)), where

Alillj) = |
0 otherwise

{ 1 if 3(node;, node;) € E,

Due to the bipartite property of a RAG, if we arrange the noslesh that process and resource nodes
appear consecutively among rows and columns in the matexphltain two zero sub-matrices and the
other two non-zero ones, as shown in Figure 4. Therefore, ufficent to use only the two non-zero
sub-matrices to represent a complete RAG, one (denotedlGaim Figure 4) representing grant edges

and the other (denoted &43) representing request edges.
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(S I S T T T T
Pog 0 0.0 ' ’
P 0 0 0...0
P 0 0 o. 0 AR
Pni0..0..0: Qi
q ’ 00" 0
% 000 0
% : AG 00 0
% 0.0.0 0

Figure 4. A RAG Adjacency Matrix.

In summary, sub-adjacency matrices for a RAGE) can be defined as followstG = { AG[j][¢] } nxm.
(1<j<n1<i<m), AR = {AR[i][j]}mxn, (1 <i<m,1 < j <n), wherem is the number of

processes and is the number of resources, and where

AG[j)li] = ’
0 otherwise
AR[i)[j] = ’
0 otherwise

According to Assumption 2, for each process node in the RAErgt can exist at most one outstanding
request edge. Therefore, each row in the sub-adjacencyxmgfrican contain at most one non-zero value.
If a process has no pending request, then its node in the R&@dautgoing edges, and its corresponding
row in the matrix has all zero values. Such a process node iskairsiihe RAG (see Definition 3.7). A
sink node represents an active process because the praessduired all the necessary resources to
run.

As stated in Section lll, we use a weighted RAG to represertures allocation in a multi-unit
resource system, where each grant edge has a weight (eenuthber of assigned units). To properly
represent such a weighted RAG, in addition to the sub-ad@cenatrices, we introduce anotherby
m matrix, which we callRAG weight matrix/” or weight matrix in short. Each entry é¥ stores the
number of units of a resource that are assigned to each grdéedhermore, we deploy a row vector of

sizen (calledfree-unit vectoy to keep track of the numbers of available units of all reseuypes.
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In summary, a weight matrix for a weighted RAG E) can be defined as follows? = [wji]nsxm,

(1<j<n,1<i<m,), and where
wy; =t if t units of ¢; are granted tg;.
A free-unit vector can be defined as follows:= [f;],, (1 < j < n), and where
fj = k if K units of ¢; are free (i.e., available).

The following example shows a weighted RAG and the matricpeesnting it.

Example 3: A weighted RAG, its sub-adjacency matrices, weight matrix and free-unit vector.
A weighted RAG for a 3x3 system with multi-unit resources is shown in Figure 5. The matrices that we use
to represent such a weighted RAG are shown in Figure 6. We assume ¢; has 3 units in total; ¢o has 2 units
in total; g3 has 4 units in total. AG presents all grant edges in the weighted RAG. For example, AG[q1][p1]
is 1 because some units of ¢; are granted to p;. The exact number of units of ¢; granted to p; is present
in Wig1][p1] (i-e., 2). AR presents all request edges in the weighted RAG. For example, AR[ps][ge] is 1
because p, is blocked on its request for a unit of ¢,. Also note that the sum of all elements in one row of W
plus its corresponding element in F' is equal to the total number of resource units. For instance, all elements
in the 37¢ row (for ¢3) in W and the 37¢ element in F add up to 4, which is the total number of units of gs. If
an element in F'is 0, it indicates that there remains no free unit of such resource currently. For instance, ¢

does not have any free units, thus F[2] is 0. |

P,

T

Figure 5. A weighted RAG with 3 processes and 3 multi-unit resources.

s

S
)

C. Our Algorithm and Its Detall

Before we present the parallel Multi-unit resource Deakll®etection Algorithm (MDDA), let us

first introduce and explain some data structures used in teritdm as shown in Table 1. These
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SRRV 9% 4 G PR P 9% 4 %
% 10 P lo 10 % [2 1 0 [0 0 1]
% 1 b 1o 1 0 % |0 0 2 Free-unit vector (F)
% 1] K000 %|o21 % 9% 9%

AG AR Weight Matrix (W) [3 2 4]

total # of units
Figure 6. Examples of matrices AG, AR, Weight Matrix and Free-unittMec

Table 1 Data structures for MDDA.

\ name [ notation] description |
AG[jlli] agji whether any units of resourge
in AGpxm are granted to process
ARI[il[] ari; whether any request for resourge
in AR xn from process is blocked
Weightsl[j][i] wji the number of units of resourge
in Wyxm assigned to process
FreeUnit[j] 1 the number of free units of
in F, resourcej
SinkProcessi] Spi whether process is a sink node
in SP,, in the RAG
Sink[il[i] skij whether process is a reachable
in SK,xn sink node from resourcg
WorkProcessli][j] wp;j whether process is being visited in
in WPy,xn the current step during the search for
resourcej’s sink nodes
WorkResource[jll] wrj whether resourcé is being visited in
in WR,xn the current step during the search for
resourcej’s sink nodes
PrevResource[jl] rii whether resourcé has been visited
in PRyxn in any previous steps during the
search for resourcgs sink nodes

data structures include seven matrices and two vectors.ngntioe data structures, a set of matrices
AG[], AR[] and Weights[] as well as a set of vectors FreeUndfjd SinkProcess[] are used to store
information representing a weighted RAG. A set of matricas®i WorkProcess[], WorkResource[] and
PrevResource[] are used to store information on searchtsesuting the intermediate steps of MDDA.
In this report, matrix[], matrix[i][] and matrix[][j] refe to as “all elements in the matrix,” “all elements
of row ¢ in the matrix,” and “all elements of columpnin the matrix,” respectively.

Two sub-adjacency matrices (AG[] and AR][]) for a RAG, a weighatrix (Weights[]) and a free-unit
vector (FreeUnit[]) have been defined in Section V-B. FreeUailgws the algorithm to decide whether
a request can be granted or should be blocked.

A sink process vector allows the algorithm to immediatelypwnwhether or not a reached process

node is a sink node during the search for sink nodes. A sinkgaovector can be defined as follows:
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SP = [spi|lm, 1 <i<m),

1 if p; is a sink,
Spi =

0 otherwise.
The matrices mentioned so far always maintain their statesrers the following four matrices are
initialized every timeStep 4of Algorithm 5.3 is entered.
A sink-ID matrix stores information about all sink nodes fech and every resource node and is
used to detect deadlock in a constant run-time. A sink-IDrimd8ink[]) can be defined as follows:

SK = [Skij]mxn- (1<i<m,1<5<n),

Skij =

1 if p; is a sink and can be reached fram
0 otherwise.

WorkProcess[] and WorkResource[] are used to store infeomadbout the process and resource

nodes visited during the intermediate steps of the seanclsifik nodes, respectively. A work process

matrix (WorkProcessl[]) can be defined as folloW8:P = [wpij|mxn, (1 <i<m,1 < j <n),

1 if the latest process visited by the search started fggris p;,

wpij =
0 otherwise.

A work resource matrix (WorkResource[]) can be defined aofal WR = [wrj]nxn, (1 < j <

n,1 <l <mn),

{ 1 if the latest resource visited by the search started fggnis ¢,
wry =

0 otherwise.

PrevResource[] is used to prevent the algorithm from vigitime same resource node more than once,
ensuringO(min(m,n). A matrix (PrevResource[]) for previously-visited resceimmodes can be defined

as follows: PR = [prjilnxn, (1 <j<n,1 <1< n),

1 if resourceq; has been visited during the search §gis sink nodes,
prj =
0 otherwise.

Note that a resource can have multiple sink nodes. Thus edgimemf the sink-ID matrix represents

all the reachable sink nodes of a resource. We call this tyfxnary representationink bitmaslor sink
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node bitmask

Definition 5.1: A sink bitmask for the reachable sink nodes of resogrds anm-bit vector|0. . .0101...0]"
in which its i’ digit is 1 if process; is a reachable sink node frog in the RAG, wherel < i < m.
Otherwise, the' digit is 0.

To facilitate the computations in our algorithm, we also defirere the bitmask of a process.

Definition 5.2: The bitmask of process; is anm-bit vector|[0. . .010...0]” in which only thei*" digit
is 1, and all others are zeros.

Note that the sink bitmask for the reachable sink nodes ofauree and the bitmask of a process are
comparable and eligible for any bit-wise operations sinath larem-digit binary vectors. Algorithm 5.3

is the pseudo code of our algorithm, followed by explanation

Algorithm 5.3: Multi-unit resource Deadlock Detection Algorithm (MDDA)

Step 1: Resource request event(p;, q;)
whenp; makes a request for a unit gf, do
if FreeUnit[j] > 0
grant a unit ofg; to p;
AG[j]lil =1 /I no deadlock results

1

2

3

4

5 increase Weights][j][i] by one
6 decrease FreeUnit[j] by one
7 go to Step 4

8 else

9 ARJi]j] =1 // deadlock may exist

10 go to Step 3

Step 2: Resource release event(p;, g;)
11 whenp; releases a unit of;, do
12 update AGJ], Weights[] and FreeUnit[]
if any process (say.) has been blocked fay;
13 Resource request evepd(q;)

14 else go to Step 4
Step 3: Detect Deadlock(pi, g;)

15 if (the bitmask ofp;) == Sink[][j] (i.e., the sink bitmask forg;’s sink nodes)

I p; is the only sink node reachable from g;

IUPUI 15 TR-ECE-07-02



16 deadlock exists

17 else
18 no deadlock exists
19 go to Step 4

Step 4: Update sink bitmasks
20 forall i =1,...,m, SinkProcess[i] =~(Vi<i<n AR[i][t])
21 for all ¢; (j=1,...,n) //doin parallel

22 Sink[][j]© = [0)mx1; WorkProcess[|[j]® = [0]mx1
23 if AG[j][] contains at least one non-zero element
24 forall I = 1,...,n, WorkResource[j][I]®) =1 if | == j; 0 otherwise
25 forall I = 1,...,n, PrevResource[j][[]'”) = 1 if | == j; 0 otherwise
26 for (k=1; k<min(m,n); k++) // track g;'s sink id’s
27 forall i = 1,...,m, WorkProcess[i][j]"*) = Vi<i<n(WorkResource[j][t]* " A AG[t][i])
28 forall i = 1,...,m, Sink[i][j]*®) = (WorkProcess[i][j]™ A SinkProcess[i]) v Sinkli][j]*~
29 forall [ =1,...,n, WorkResource[j][[]*
= Vi<ecm(WorkProcess|d][j]*) A AR[(][l]) A (~PrevResource[j][1]*~Y)
30 forall [ =1,...,n, PrevResourcelj][l]]'¥) = WorkResource[j][]]'*) V PrevResource[j][]] Y
31 if WorkResource[j][]™ contains all zeros
32 stop forg;

* Lines 27 to 30 are computed in sequence. Element[i][j]*) denotes its value right after the computation in the k"
iteration is finished; Element[i][j]® denotes its initial value.
* ~, V and A denote NOT, bit-wise OR and AND, respectively.

In Step 1 MDDA handles the situation where procggsrequests a unit of resoureg. MDDA first
checks FreeUnit[j]. If FreeUnit[j] is greater than zero, miegnresourceg; has available units, a unit
of ¢; is assigned t;, and all related matrix elements are updated. Since thengldsihe no deadlock
caused by resource grants, MDDA skips deadlock detecti@tep 3 and updates the sink bitmasks for
all resources inStep 4 The computations performed fateps 3and 4 are elaborated in Section V-D.
On the other hand, if FreeUnit[j] is zero, which signifies thltumits of resourcey; are being used,
MDDA entersStep 3to check for potential deadlock. If MDDA does not find deadloitkupdates the
sink bitmasks for all resources tep 4 In the event a unit of resourag is released from procegs,
MDDA enters Step 2 If processp, is waiting for the released unit of resourggs MDDA enters Step

1 (i.e., Resource request evept (g;)), and the same procedures afore-stated occur. If thatiresainit
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Figure 7. SoC Example

becomes free, it is possible that the RAG is changed. Thus, MBDtersStep 4to update the sink

bitmasks for all resources.

D. MDDA in a Particular Scenario

In this section, we illustrate our algorithm, especigBtep 4 with an example system consisting of
five processors and four multi-unit resources, shown in EgurWe assume that one process is running
on each processor. The example is also used for one of ouriesguetal simulations. Figure 7(b) shows
a current resource allocation status in the form of a we®iR&G. Note that the number of total units
for each resource is specified in Figure 7(a).

We will show how the sink node bitmasks are computed for easburce irStep 4 The resulting sink
node bitmasks are saved in Sink[] and then used for futureldeadetection inStep 3 Our algorithm
stores the sink bitmask for reachable sink nodes of resayrae Sink[][j] (i.e., j** column of Sink[]).

The following matrices AG[], AR[], Weights[], FreeUnit[] an8inkProcess[] together show the current

resource allocation status in the system (abbreviatedioontain Table 1 are used):

0000
10011 100 21
0010 _
01100 01100 nf[o 00 0}
Aanm = ARan = 1 000 Whsxm =
100 00 10000 T
100 SPm:[l 000 1]
00001 00001
0000
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AG,«m Stores the grant edges from resources to processes showguire Fi(b). AR, Stores the
request edges from processes to resources shown in Figgreiz(h,, stores the numbers of units of
each resource assigned to each procEsdgndicates that all units of every resource have been granted
thus, there exists no available resource units in the cusgstem.SP,, signifies that in the current
RAG, processep; andps are sink nodes. Note thatP,, is computed fromA R, «,, using the following
equation:

Vi sp; = ~(Vi<i<nalit), (1)

where ~ andV denote NOT and bit-wise OR, respectively. For instance,dreminine whether or not
ps is a sink, we calculat& P[5] as follows: SP[5] = ~ (AR[5][1] V AR[5][2] V AR[5][3] V AR[5][4] =
~ (0vVOVO0VO0) = 1. From the value ofSP[5], we know thatps is a sink node.

Those resources that have all units available have no edgeseced in the RAG. Thus, their
corresponding columns in Sink[] are merely assigned zeru$ tlzey are excluded from the computation
of sink bitmasks. Hence, the computations of sink node lskmare performed for the rest of resources,
each of which has at least one grant edge (i.e., outgoing)edge

Right before the iteration, several data structures (B&mk[], WorkProcess|[], WorkResource[] and
PrevResource[]) are initialized in lines 22-25. That is, im example all elements in Sink[] and WorkPro-
cess[] are initialized to zero (SK, WP [8],,x»). WorkResource[] and PrevResource[] are initialized as
follows:

1.0 00

—_
o
o
(=)

WR© _ PR _

nxn nxn —

0001 0001

The current bit patterns d#’ R and PR imply that the search starts from each resource and vis#éeld e
resource itself. Now the journey to search for sink nodesnsed he algorithm goes into the iterations
of the loop of computing sink node bitmasks and collects tlei8ink[].

First, the algorithm computes WorkProcess|] (i.e., curgevisiting processes) from WorkResource][] (i.e.,
most recently visited resources) using AG[] (line 27). Thesrapion in line 27 is equivalent to the
following equation:

(k) k1)

Vi, j wp;;” = Vlgtgn(wrﬁt A ag;), 2)

IUPUI 18 TR-ECE-07-02



whereV and A denote bit-wise OR and AND, respectively. The computatidngm ; throughwp,,; are
equivalent to finding all processes that hold some units afiegq; denoted in WorkResource[j][] (i.e.,
the j* row) and storing them in WorkProcessI[][j].

Now let us choose resourdgq;) of Figure 7 as an example to discoverdiak nodes and take a closer
look at how the matrices are computed. In the RAG of Figure, #ft® units ofg; are assigned to three
processesf, p4 andps). At the same timeps’s request foky; is blocked. Accordingly, AG[1][] i§10011],
and AR[][1] is [00100]7. Before the first iteration, WorkResource[1][] was initadd as1000] (line 24).
Thus, WorkProcessl[][1] is first computed and stored as bit paft®011]” (line 27) sincep;, p4 andps
are directly connected fron. For the purpose of illustration, the calculation 16fP[4][1](") is shown
here:W P[4][1]() = (W R[1][1]© A AG[1][4]) vV (W R[1][2]© A AG[2][4]) v (W R[1][3]©)) A AG[3][4]) V
(WR[1])[4]D A AG[4][4]) = A A1)V (0A0)V (0A0)V (0A0) = 1.

In the same way, for the rest of resources, their correspgndolumns in WorkProcess[] (WorkPro-
cess[][2] through WorkProcess|][4]) are computed. The feiig values of WorkProcess|] result:

1010
010
WPl . =101 0

mxn

100

— () () (=}
L

11 00

WorkProcess[][2] is computed d61100]” becauser, andps are directly connected fronp, as can
be seen in Figure 7(b). Similarly, WorkProcess[J[3]i8000]” since onlyp; is directly connected from
q3. WorkProcess[][4] i500001]” because onlys is directly connected from,.

Then, if any process marked in WorkProcess|[][j] isiak node, it is inserted into Sink[][j] (line 28).

The operation in line 28 is equivalent to the following eqoati

Vi ok = () i) 2D, o

For the case ofp;, the algorithm checks whether anyone issiak node among the three process
nodes §1, ps and ps) by comparing WorkProcess[J[1][10011]7) with SinkProcess [(0001]7) (line
28). For instanceSK][1]™V) is calculated as followsSK[][1]") = (WP[|[1]M) A SP[]) v SK[][1]© =
([10011]7 A [10001]T) v [00000]" = [10001]7"

As a result,p; and ps; are identified as newly found sink nodes for resougge Thus, they are

saved in Sink[][1] (** and 5" elements of thel** column become ones). In the same way, the rest
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of Sink[] (Sink[][2] through Sink[][4]) are computed for resme 2 through resourcd. The following

values of Sink[] result:

sg® _

mxn

T 1
— (=) (=) (o) —_
(=) (=) (=) o
(=) (=) (== (=) —
— (=) [e=} o

Sink{][2] (]00000]7) indicates that so far the algorithm has found no sink noéestrable fromys,.
By Sink[][3] ([10000]7) and Sink[][4] (00001]), we know that sink nodes; andp; are reachable from
g3 andqy, respectively.

Next, the algorithm computes WorkResource[] from WorkPssge(just computed), AR[] and PrevRe-
source[]. Doing that, the algorithm finds a set of resourceesdlat are directly connected from processes
notated in WorkProcess[][j] for each resourgeand stores them in WorkResource[j][] (line 29). This
operation is equivalent to traveling one step farther fromdriginated resource node to another resource
node via a process blocked for the second resource node. Hratiop in line 29 can be expressed by

the following equation:

k) (k=1)

Vi, 1 wrj(- — (Vlgcgm(wpg;) Nare)) A (~ pry; ). 4)

To illustrate the computation of WorkResource[], let us towre with the example fog;. WorkPro-
cess[][1] (10011]T) indicates that; now reaches three process nodes , andps). From these three
process nodesgy, has one outgoing edge (a request edge).top; and p; have no outgoing edges
since they aresink nodes. Thus, algorithm computes WorkResource[1][]0a80] (line 29), indicating
that ¢; can further reach resource nogevia ps sincepy is blocked forg,. For instance}V R[1][2](")
can be calculated as followdV R[1][2]") = (WP[1][1]™M A AR[1][2]) v (WP[2][1]™) A AR[2][2]) V
(WPB|[11M A AR[3][2]) v (WP[4][1)V) A AR4)[2]) v (WP[5][1]M) A AR[5][2])) A (~ PR[1][2)®) =
(LAO)V(OAO)V(OAO)V(LAL)V(IAD))AL=1.

Likewise, the rest of WorkResource[] (WorkResource[2][jotigh WorkResource[4][]) are computed
for resource2 through resourcd. The following values of WorkResource][] result:

0100

wRr® _| 1010

nxn

0000
0000
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This W R indicates the following as can be seen from Figure 7¢b)can reachy, via p4; g2 can reach
g1 andgqs via p3 andps, respectively;gs and g4 have no paths to reach other resources.

After WorkResource[] is computed, the algorithm updatesvResource[] to include any resource
node that is marked as 1 (i.e., just visited) in WorkResdli(tiee 30). The operation in line 30 can be

expressed by the following equation:

Vi, pr](f) = wr§f) Vprﬁffl). (5)

Continue with the example of;. PrevResource[1][] was initialized d$000] (line 25). Currently,
the values of WorkResource[1][] arf@€100], meaning the search fap’s sink nodes is now visiting
g2 in the current iteration. Thus, the new values of PrevRes@liftés computed ag1100] (line 30),
which signifies bothy; and ¢, have now been visited (1 indicates “visited”). For examgte®[1][2]) is
calculated as followsPR[1][2](Y) = WRJ[1][2]") v PR[1][2](®) = 1V 0 = 1. This mechanism effectively
prevents our algorithm from being trappeddycles

The rest of PrevResource[] (PrevResource[2][] through Premites[4][]) are computed for resour@e

through resourcd in the same way. The following values of PrevResource[] result

1100

prU _ |1 11O

"ot o
0001
This matrix indicates that starting from, the search has visiteg in addition toq; itself; from ¢s, the
search has visited; as well asgs in addition tog, itself.

After the computations from line 27 through line 30 are fingshime algorithm looks at each row of
WorkResource[] (corresponding to each resource) to dewidether it can stop the search for sink
nodes for the resource (line 31-32). Note that WorkResdirdeis computed using the values of
WorkProcess[][j] in the current iteration and AR[Jlas well as PrevResourcef][in the last iteration.
Thus, in the search for the reachable sink nodes of resayrcé/orkResourceljjf] being zero means
either of the following: i) there are no edges directed frdra process nodes computed in the current
iteration (i.e., WorkProcess[][j]) ta;; ii) resourceg, has been visited in a previous iteration. If resource

q; satisfies neither condition (i) nor (ii), WorkResourcé[jlis 1. That is, there exist more nodes to be

visited, and some sink nodes reachable frgi(via ¢;) may remain unvisited, and thus the search for
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g;'s sink nodes continues. On the other hand, if WorkResojjficepntains all zeros, the search fgj's
sink nodes is finished. As a result, Sink[][j] contains a cortelgink bitmask forg;’s reachable sink
nodes. Note that searches for different resource nodes topasdifferent iterations. As in this example,
after the first iteration is finished iStep 4 for g3 and ¢4, their corresponding rows in matri¥’ R (the
37® and 4*" rows) contain all zero values. This means the current valaegsfand ¢, in matrix SK
(the 37 and 4" columns) contain their complete sink bitmasks. This infotivet g3 and ¢4 have their
reachable sink nodes ag and ps, respectively. Thus, fos and ¢4, there is no need to perform the
search further. Fog;, however, thel*t row ([0100]) of matrix W R contains one element whose value
is 1 (the2"? element in the row), meaning that some of the three processess and ps (which are
stored as bitmaski0011]” in WorkProcess[][1]), are blocked for resourgg Similarly for g2, the 24
row ([1010]) of matrix W R indicates that either or both of the two procesgesandps ([01100]7 as
notated in WorkProcess[][2]), are blocked for resourgeand gs. Thus, forg; andgs, further iterations
must be performed to track and reach more sinks.

In the second iteration, all contents corresponding;t@nd ¢, are computed in the same way as in
the first iteration whereas contents correspondingstand ¢, remain unchanged. The following results

after the second iteration:

0100 1110

0010 1110
1000 0000

0000 110

WP =|l1000| SKZu=]|000o0 WR), = PR, =

0000 0010
0100 0000

0000 000 1
0100 1101

Now for ¢, the 2nd row of W R also contains all zeros, which means the searchyf@rsink nodes
has visited all nodes igs’s reachable set. The resource nodes visited so fagf@re signified by the
27 row in PR (i.e., q1, ¢z and g3; 1 means ‘visited’). Thengy’s column in SK (the 2"¢ column)
contains its complete sink bitmask, which means that sink processes agg andps. Furthermore, the
corresponding column i/ P for g, (i.e., the2™? column) indicates that;, p4 andp; are the latest process
nodes visited during the search fgrs sink nodes. Note that th&¢ and4* columns inSk, as well as
the 3"¢ and4*” rows in W R and PR, are not updated becauggandg, have found all their sink process
nodes at the last iteration. Accordingly, t8% and4! columns inWW P contains all zeros, which signify

that the searches fa andp,’s sink nodes have been stopped. Note that one of the pattisigthom
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g2 becomes a cycle in the second iteration (i(gz, ps, q1, p4, ¢2)). However, re-visitingg is prohibited
by involving matrix PR in the computations of matri¥V' R (i.e., Equation 4)W R[2][2] is computed
as follows: W R[2][2]® = (W P[1][2]® A AR[1][2]?) v (W P[2][2]® A AR[2][2])) v (W P[3][2]®) A
AR(3)[2)®) v (W P[4][2]® A AR[4)[2)@) v (W P[5][2]® A AR[5][2)?)) A (~PRI2][2]V) = (1A 0) v
(0A0)V(0AD)V (LAL1)V(1A0))AO=0. Note that withoutPR[2][2](1), W R[2][2]®®) would become
1, which makes the search for the sink nodesgypfktart over fromg, and repeat all the computations
performed in the* and2"? iterations. From the computation @f R[2][2]), we can see that the purpose
of the use of matrixPR in Equations 4 and 5 is to guarantee that the search for eaohroess sink
nodes only visits each resource node in its reachable set wiich ensures that the run-time complexity
of updating all sink bitmasks (i.e. detection preparatisnpounded byO(min(m,n)).

For ¢q;, however, its corresponding row of matiX R (the 15 row) still contains 1 at it$"® element.
This means that the search f@rs sink nodes now needs to step further frgg Thus, further iterations
must be performed to track more sink nodes. After anotheatiten of computation is performed faf,

the following results:

00 0 1110

0000 1110
0000 0000

00 1 1 0

WPY . =loo0oo0o0| SKZ.=]0000 WRY), = PR, =

0000 0010
0000 0000

00 0 O 00 01
0000 1101

Now for ¢, its row (1%* row) of W R also contains all zeros. It means that its columnSiR (1%¢
column) contains its complete sink bitmask. From maffiX, we can see thaf; and g, are bonded to
two sink nodes; andps, while g3 andg, are bonded to their single sink nodesandps, respectively,

as also can be seen in Figure 7(b). The resulting sink procelssrior each resource is listed in Table 2.

Table 2 The Reachable Sink Nodes for SoC Example

q1(USB) | ¢2(FW) | ¢3(ADC) [ q4(EN)
Sink node| p1,ps P1,D5 p1 D5

Through the explanation, we have seen how MDDA updates tlwenation on reachable sink nodes
for all resources. That makes MDDA ready for a new detectimodation for the next resource event.

Let us now continue from the current state of Figure 7(b) andiden thatp; makes a request faj,
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and nothing else changes in the system. Does this request caadlock? Since, has only one unit
being used bys, this request is blocked. Thug, must wait forg, to become free. Then, the deadlock
detection unit is invoked immediatel${ep 3. As indicated in our algorithm (line 15), we simply compare
q4’s sink bitmask Sink[][4] ([00001]7) with the bitmask ofp; ([10000]7). Since the two bitmasks are
different, we can conclude that this request does not cagadlack in the system. Accordingly, the sink
bitmasks for all resource nodes are update&tep 4 The new reachable sink nodes for each resource

are listed in Table 3.

Table 3 The New Reachable Sink Nodes for SoC Example

q1(USB) | ¢2(FW) | ¢3(ADC) | q4(EN)
Sink node D5 D5 D5 D5

Let us further consider that, makes a request for a unit gf afterp, is blocked forg, as afore-stated.
Does the new request cause deadlgek® blocked for this request becaugehas two units being used
by po andps. The sink bitmask of;; ([00001]7) contains only one 1 at th&" element, which signifies
that beforep; makes a request for a unit gf, ps is the only reachable sink node frogm. This fulfills
the condition stated in Theorem 4.2 for finding a knot in the RA®Gen, by Theorem 4.1, we can
conclude the system enters a deadlock state. This is immegddgtermined irStep 3of Algorithm 5.3

by comparing the sink bitmask fap ([00001]7) with the bitmask of processs ([00001]7).

VI. PROOF OF THECORRECTNESS ANDRUN-TIME COMPLEXITY OF MDDA

So far, we have described MDDA in detail and explained its Wekddetection process with an

example. In this section, we show the proofs of the correstraad run-time complexity of MDDA.

A. The Problem Statement

MDDA consists of four steps as shown in Algorithm 5.3. Stepsxd 2 handle resource request and
release events, respectively. Step 3 decides whether orezmtiatk exists inO(1) run-time. Step 4
computes reachable sink nodes for every resource. Steps 8 argdthe crucial steps of MDDA, which
performs the computation for deadlock detection. Duringiratocation of MDDA, either Step 1 or 2
is firstly invoked according to the type of an event (eitherotgse request or release). If the event is

a resource request and the request is blocked, Step 3 is thtok#ecide whether or not deadlock has
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formed. If no deadlock is detected, Step 4 is invoked to uptlednformation on reachable sink nodes
for every resource. The updated information is to be useddadlbck detection in the next invocation of
MDDA due to a blocked request event. That is, Step 3 needs toesséts from Step 4. Thus, to prove
that Step 3 detects deadlock correctly, we need to show thpt4Skas finished correctly computing all
sink nodes for every resource in the first place. This proof efdbrrectness of Step 4 is critical to prove
the correctness of MDDA.

Step 4 is a sequence of operations that takes a set of inpugsvahd produces another set of output
values. Such an expected input/output relationship can eeifigad as a computational problem [4]. We

formally define the computational problem solved by Step 4 ofDADas follows:

Input Sub-adjacency matrice$ R[] and AG]].
Output Matrix Sink|]

In the rest of this section, we firstly introduce and prove ssviemmas and corollaries, which are
useful in later proofs. Secondly, we show that Step 4 corremiyputes all reachable sink nodes for
every resource. Then, we use Theorems 4.1 and 4.2 to show tipaB Sttects deadlock correctly. These
two parts together prove the correctness of MDDA. Lastly,edasn the proof of the correctness of

MDDA, we show that the run-time complexity of MDDA i (min(m,n)).

B. The Proof Methodology

Step 4 is the main computational procedure in MDDA. To prowe ¢hrrectness of Step 4, we use a
loop invariantapproach [4], which is a commonly used approach to provedhectness of an algorithm

with a loop. The following shows the steps of such a proof thiizes a loop invariant:

1) Initialization: It is true prior to the first iteration of the loop.

2) Maintenancef it is true in the beginning of!" iteration of the loop, it remains true at the end of
kth iteration.

3) Termination When the loop terminates, the invariant provides a usefopgrty that shows the cor-

rectness of the algorithm.

When (1) and (2) hold, the loop invariant is true prior to gvéeration of the loop. Here proving
(1) corresponds to the base case, and (2) corresponds todhetive step. In (3), if we can show

that the loop invariant leads to the desired output of thgetacomputational problem, we have proved
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the correctness of the algorithm. Note that the proof meitomy using a loop invariant is similar to
mathematical induction, where, to show that a statemenugs 8 base case and an inductive step are
proved. Next, we first introduce relevant lemmas and coiiefarand then show how tHeop invariant

methodology is applied to the proof of the correctness of MDD

C. Preliminary Theorems

To make our proof more concise, we here introduce and proveralelemmas. Firstly, Lemma 6.1
through Corollary 6.6 that are used in the proof of the cdaness of MDDA are described and proved.
Secondly, Lemma 6.7 that is used in the proof of the run-timeptexity of MDDA is proved.

Lemma 6.1:Any simple path from a resource node to a process node in a FASIsts of an even
number of nodes.

Proof: We shall prove Lemma 6.1 by contradiction. Suppose the lemma ltmunterexample, i.e.,
a simple path (say) that starts from a resource node (say) and ends at a process node (38,
and consists ok + 1 nodes,k>1 (a path cannot consist of only one node). Let us assign an ifidex
i>1, to the edge that is encountered in tie place along patla. An example of such a simple path is
illustrated in Figure 8. Due to the bipartite property of a RAfe first edge connects resource ngge
to a process node (say,). The second edge connects process nedéo a resource node (say,). The
third edge connects resource nageto a process node (say,). The fourth edge connects nogg to
a resource node (say,). Continuing this sequence, tfigk — 1)*" edge connects a resource node (say
qi,) to a process node (say,). By Definition 3.3, all aforementioned nodes are distincterEfiore,2k
distinct nodes out o2k + 1 have appeared in path Furthermorep; should not be included in th2k
nodes because if; do, pathe would have terminated and consist of less tB&nt+ 1 nodes. Thusp; is
the only node excluded from the aforementio2zédnhodes. To complete path p; can only be connected
to process node;, . This is because ip; is connected to any node other thay, < is no longer a path
by Definition 3.2. However, in a RAG, a process node cannot mected to another process node.
Therefore, the lemma has no counterexample; i.e., the lerartrae. |

Corollary 6.2: Any simple path from a resource node to a process node in a RAGists of an odd
number of edges.

Proof: By Lemma 6.1, any simple path from resourgeto processp; has an even number of

nodes. Thus, it consists of an odd number of edges. [ |
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Note: the number on each edge denotes the order of the edge in the |

Figure 8. A simple path witl2k + 1 nodes.

Corollary 6.3: A path consisting of a simple path from a resource node to eggonode and an edge
from the ending process node to any resource node alongriespath contains an even number of
edges.

Proof: By Corollary 6.2, a simple path (say from a resource node (say) to a process node (say
p;) has an odd number of edges (i.2x,— 1 edgeski>1, where2k is the number of nodes in the path).
Hence, adding a new edge frgmnto any resource node in the simple path produces a new path’jsa
with a cycle. Since path’ has one more edge than pathpathe’ has2k edges (i.e., an even number
of edges). [ |

An example of path’ is shown in Figure 9.
1 2
% >4,

Figure 9. An example of path'.

Similar to Lemma 6.1 and Corollary 6.2, we have the followingntea and corollaries.
Lemma 6.4:Any simple path from a resource node to another resource imoddRAG consists of an
odd number of nodes.

Proof: A simple path from a resource node (s@) to another resource node (sgy can be
decomposed into an edge from a process node gspjo ¢; and a path fromy; to p,. By Lemma 6.1,
the path fromg; to p;, consists of an even number of nodes. Thus, the path ffpto ¢; consists of
nodes that count an even number plus one. That is an odd nufiigefore, the lemma is true. B

Corollary 6.5: Any simple path from a resource node to another resource imdeRAG consists of

an even number of edges
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Proof: By Lemma 6.4, any simple path from resouigeto another resourcg has an odd number
of nodes. Thus, it consists of an even number of edges. |

Corollary 6.6: A path consisting of a simple path from a resource node toh@ngesource node and
an edge from the ending resource node to any process nodgth®simple path contains an odd number
of edges.

Proof: By Corollary 6.5, a simple path (say from a resource node (say) to another resource
node (sayy;) has an even number of edges (i2%, edges,k>1, where2k + 1 is the number of nodes
in the path). Hence, adding a new edge frgnio any process node in the simple path produces a new
path (say:=’) with a cycle. Since path’ has one more edge than pathpathe’ has2k + 1 edges (i.e.,
an odd number of edges). |

Having proved the lemmas and corollaries relevant to thefpod the correctness of MDDA, we
now introduce and prove a lemma relevant to the proof of timetime complexity of MDDA. Before
the lemma is presented, let us examine Step 4 of Algorithm S mlosely. Note that the number of
iterations that Step 4 of Algorithm 5.3 executes for the dearfcall reachable sink nodes of resource
q; is determined by a longest path starting frgm not the sum of the numbers of edges for all paths.
The reason is that although and its reachable nodes can be connected via multiple pathgpuossible
cycles, all paths are traversed independently and rengsitodes in a cycle is prohibited in the algorithm.
Thus, the upper bound on the number of iterations in Step 4 depen the longest path possible that
the algorithm may traverse.

Figure 10 illustrates a RAG containing multiple paths witfcleg. In Figure 10, resource nodg,
has two out-going edges, meaning two paths are directed §ronThus, the algorithm traverses those
two paths independently but in parallel. Note that one pa&ttolnes cyclers. However, the algorithm
only traverses every edge im once per individual path. Similarly, two outgoing edges from one
ending atp;. and the other ending at,, are traversed independently. In Figure 10, the longest hath
algorithm will traverse is the path that starts frem, passesy;,, ¢;,, ¢;, as well asp;, and ends ay;,
in cycle 1. Lemma 6.7 states an upper bound on the number of edges thalgtirédhm may traverse.
Hence, Lemma 6.7 also signifies the maximum iterations that &teyges to finish.

Lemma 6.7:An upper bound on the number of edges in any path that Step 4gari#im 5.3 may

traverse i2xmin(m,n), wherem is the number of processes ands the number of resources.
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Figure 10. A RAG with multiple cycles and paths.

Proof: There exist two cases in RAGs: ()>n, (i) m<n. For case (i), we consider two exclusive
scenarios, a path with no cycle and a path with at least orle.dyet us first consider a path that does not
contain any cycle (i.e., a simple path). Starting from a resemode (say;, ), we can construct a simple
longest path (say) (¢j,,pi), @i\, q.) - @i, 1> 45.)(q5,, i), where{ji,...j,} is a permutation of
{1,...n} and{iy,... i, } is a permutation of one of the subsets{df... m}, each of whose cardinality
is n. Due to the bipartite property of a RAG, a path must consisaltérnating process and resource
nodes. Since all resource nodes appear in the aforementuatkdthat path is one of the longest simple
paths among all simple paths starting from resourgethat one can construct. If only simple paths
present, the maximum number of edges along a pa2nis 1 according to Corollary 6.6. That longest
path starts fromy;, and ends ap;,. Now, let us consider inserting an edge into pathforementioned
to create a cycle. A cycle (say) can be created by inserting a grant edgg,(;,), where2<k<n,
1<l<n —1, k > [, or request edgep{,,q;.), where1<s<n. In the case that a grant edge is inserted,
varying k and/ produces cycles consisting of different number of edges.nimeber of edges in a cycle
varies from two edges (cycle; in Figure 11) to2n — 2 edges (cyclep, in Figure 11). However, such
a grant edge does not alter the longest path. Therefore, wigeand edge is inserted, regardless of the
number of edges contained in any cycle, the number of edgeg dhe longest path is not affected and

still 2n — 1.

Figure 11. Cycles witt2n — 1 edges.
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When request edge , ¢;.) is inserted, a cycle is formed (an example is shown in Figje Ih any

of these cases, the number of edges in the longest path be@ame

-

Figure 12. A cycle with2n edges.

For cases where multiple cycles are present in a RAG asrahest in Figure 10, because the algorithm
traverses each path independently, the maximum numbeigefdtat the algorithm may traverse depends
solely on the longest path and thus is 2il. In summary, in case (i), the maximum number of edges
the algorithm may traverse .

Likewise, for case (ii), we first consider a scenario where ardymple path is present. We can construct
a longest simple path’ starting fromg;, as @;,, i, ),®i> 43.)- - - Qi1 2, ) (@G> D3 )y Dins Ty )
where{ji,... jm} IS a permutation of one of the subsets{df... n}, each of whose cardinality is:,
and{ii,... i} is a permutation of1,...,;m}. Since our systems are always in expedient states, resource
nodeg;, ., cannot be a sink node. Thug, ., should be connected to a process node amgnthrough
p;, . This forms a cycle, and such a cycle contains all processsnaddm + 1 resource nodes. Using
the same reasoning in case (i), we can infer that such a cyc¢heilongest path that the algorithm may
traverse. Hence, in case(ii), the maximum number of edgastiie algorithm may traverse Bn (i.e.,
the number of edges in the simple path plus one more edgerfgrenicycle).

As a result, case (i) and (ii) show that the upper bound on tieber of edges of any path that the
algorithm may traverse i8xmin(m,n). [ |

Note that the search for resourggs reachable sink nodes (thvehile loop in Step 4) starts from;,
and then in each iteration the search visits process andnesaodes farther from;. From the proof of
Lemma 6.7, we know that when a cycle is present in a RAG, Step 4gdrithm 5.3 visits each edge
once, Thus, after Step 4 revisits the starting node of a cyadéops further traversing (i.e., revisiting other
nodes in the cycle). Such a property of Step 4 of Algorithm 5tBéstheoretical foundation that allows the
algorithm to overcome cycles during the search, which isiatdor proving the correctness and run-time

complexity of Step 4 in MDDA (i.e., Theorem 6.8). We conduct gneof of Theorem 6.8 using theop
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invariant approach. To better present our proof, we first measure thendis (see Definition 3.4) from
the starting node of a search (i.g;) to every node visited during the search. Then, the distamra §;

to any node visited iri’" iteration in Step 4 is always less than the distance figgrto any node visited
in k' iteration if k > [. As seen in Step 4, when the search §gs reachable sink nodes completes in
kth iteration, its reachable sink nodes are found eithettfhiteration or in previous iterations, and are
stored in the column vecta$ink[5][]*). Let us denote the distance fram to any of its reachable sink
nodes that are found ik'" iteration as(¢. Thus, the distance of any;’s reachable sink nodes stored
in Sink[j][]*) may be eithet (i.e., found ink*" iteration) or less thaq (i.e., found in any previous
iteration). This way of describing the distance of any nod&ink[j][]*) is illustrated in Figure 13, and

utilized in the loop invariant for the proof of Theorem 6.8.

A
\ 4

&=2k-1

Figure 13. lllustration of the presentation of Sink]].

In Figure 13, bothp;, and p;, are reachable sink nodes fqf, with distances of5 and 2k — 1,
respectively. Ink*" iteration, p,, is visited, andSink[;j][]*) contains bothp;, and p;,. Thus, any node
denoted inSink[j]|*) has a distance from; that is either equal t@k — 1 (i.e., for p;,) or less than
2k — 1 (e.g., forp;,). Note that PrevResource[j][](*) is described in a similar way because a node
denoted inPrevResource[5][|®) may be visited either ii'" iteration or in any previous iteration.

Before we present Theorem 6.8 and its proof, an example isdated to show the computations in
one iteration of Step 4 in a particular scenario. This examlplstiates the procedure how the search
for reachable sink nodes traverses farther from resourdemthat have been visited in the last iteration.
Such a procedure constitutes the induction step in our pidofe that for each iteration, the search

proceeds two edges (i.e., last resour@eirrent process-current resource).

Example 4:Figure 14 is a RAG, whose corresponding sub-adjacency matrices AR[] and AGJ| as well
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as matrix SinkProcess|| are as follows:

P,

d,

4

Figure 14. A RAG example.

1 0 0
01 0 O
010
AGsxa= |1 0 1 0 ARyxs = 00 1 SinkProcesss = | 0 0 0 1
0 0 0 1
0 0 0

Next, we show the computations in the 15¢ iteration of Step 4 in Algorithm 5.3 to illustrate an induction
step. Before the 1°¢ iteration, all relevant matrix values are initialized in lines 22 to 25 of Algorithm 5.3. Their

initialized values are:

0 0 0 O 00 0 0
0 _ s 1.0
WorkProcessz/, = | 0 0 0 0 Sinkzy,, =110 0 0 0
0 0 0 O 0 0 0 O
100 100
WorkResourcegQg, =0 1 0 PrevResourceéox)a =101 0
0 0 1 0 01

Let us explain these initialized values relevant to ¢; in more detail. In the initialization stage, the search for
all reachable sink nodes of ¢; has just started from ¢; itself, and has not visited any other nodes yet. Thus,
WorkProcess[1][] and Sink[1]]] contains all zeros, meaning that no process nodes have been visited by the
search. WorkResourcel[1][] is [100], meaning that resource ¢, is being visited. PrevResource[1][] represents
all resource nodes that have been visited either in current iteration or in a previous iteration. Since there are
no iterations before the initialization, PrevResource[l][] is equal to WorkResourcel[1][] (i.e., [100]).

Based on these initialized values, lines 27 to 30 compute the new matrix values as follows:
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01 00 0 0 0O
WorkProcessg,)lX)4 =101 0 Sink§,124 =000 0
0 0 01 0 0 01
01 0 110
WorkResource:(;X) s=1|1 0 1 PrevResourceélx) 3= |1 1 1
0 0 O 0 0 1

Now, let us examine lines 27 to 30 one by one. We take ¢, as an example and explain the computations
relevant to ¢;. Firstly, in line 27, WorkProcess[1][|(!) (i.e., the process nodes being visited in the current
iteration) is computed (¢; corresponds to the first column). In the RAG, ¢; has only one out-going edge
directed to py (i.e., AG[1][2] = 1). Therefore, WorkProcess[1][|(!) is [0100], meaning that from q;, p, is the
only process node being visited in the 1%t iteration.

Secondly, in line 28, Sink[1][](") (corresponding to ¢;) is computed. Until the 1°¢ iteration, from ¢; only one
process node has been visited, which is p,. Because p is not a sink node, Sink[1][](!) remains all zeros.

Thirdly, in line 29, WorkResource[1][]") is computed from WorkProcess[1][](V). As is seen in the RAG,
p2 only has one out-going edge directed to ¢, (i.e., AR[2][2] = 1). Hence, WorkResource[1][|(V) is [010],
meaning that from ¢, ¢» is the only resource node being visited in the 1% iteration.

Lastly, in line 30, PrevResource[1]]]") is computed. Including both the initialization stage and the 1°¢
iteration, resource ¢; and ¢, have been visited. Thus, PrevResource[1][](") is [110], representing both ¢,
and ¢».

After lines 31 to 32 check the termination condition for the while loop (line 26), the 1% iteration finishes.
This iteration induces matrix values after the 1°¢ iteration (i.e., Work Process[]("), Sink[]"), Work Resource[]")
and PrevResource[]1)) from their values before 1°¢ iteration (i.e., after the initialization). In the proof of

Theorem 6.8, we will generalize the induction steps and prove that the induction procedure finally computes

all reachable sink nodes for every resource correctly. |

D. Proof of the Correctness of MDDA

Now, let us first prove the correctness of Step 4 of Algorithma&nd then the correctness of MDDA.

Theorem 6.8:Step 4 in MDDA always terminates in a finite number of iteratiamsl computes all
reachable sink nodes for every resource upon its termmatio

Proof: Those resources that have all units available have no edgescted in a RAG. Their

corresponding columns i¥ink[] are merely assigned with zeros (line 22). Thus, Step 4 is Hgvia
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correct for such resources. In this proof, let us focus oncraputations (lines 24-32) for the rest of
resources, each of which has at least one outgoing edgetlfied. reachable sets are non-empty).

Note thatWorkResource[j][I]*) represents the value ¥ orkResource[j][l] right after k' iter-
ation and thus also the value right befofe + 1) iteration. The same convention also applies to
PrevResource[j][l] and Sink[j][i].

Now, let us state the loop invariant as follows. If the redtéaset ofg; is non-empty, the followings
hold: (i) For k = 0, 1<j<n, 1<I<n, wheren is the number of resource$} orkResource[j][l]® is
1 if 1 is equal toj; O otherwise. Fork = 1, WorkResource[j][[|") is 1 if ¢ is reachable fromy;
and the distance fromy; to ¢; is 2; 0 otherwise. Similarly, fok>2, WorkResource[j][[|®) is 1 if
q, is reachable fromy; and the distance from; to ¢; is 2k; O otherwise. (ii) Fork = 0, 1<j<n,
1<1<n, PrevResource[j][l]¥) is 1 if [ is equal toj; O otherwise. Fok = 1, PrevResource[j][[|V) is
1 if ¢; is reachable fromy; and the distance from; to ¢; is 0 or 2; O otherwise. Likewise, fok>2,
PrevResource[j][]]*) is 1 if ¢, is reachable frong; and the distance from; to ¢; is less than (if visited
previously) or equal to (if being visited currentlg); O otherwise. (iii) Fork = 0, 1<i<m, 1<j<n,
wherem is the number of processeSink[][|(?) contains all zeros. Fdr = 1, Sink[4][i]") is 1 if process
p; is a reachable sink node of and the distance frong; to p; is equal tol; O otherwise. Similarly, for
k>2, Sink[j][i]®) is 1 if procesg; is a reachable sink node of and the distance frony; to p; is less
than or equal t@k — 1; O otherwise.

Next, let us show how the loop invariant holds in the phasesnitialization, maintenanceand
terminationfor any resourcey;, wherej is an arbitrary integer between 1 and
1) Initialization: We start by showing that the loop invariant holds wher). When k is 0, the loop

invariant is trivially true because the search has not edagtet and thus no reachable sink nodes

for ¢; have been found (i.e§ink[j][|®=[0]1x.m). Also, the resource node of distance zeragjds
itself (lines 24 and 25, i.e., far < j < n, WorkResource[j][](")=1, PrevResource[j][j]¥=1). Since

WorkResource[j][](?), PrevResource[§][|(®) and Sink[j][](?) are consistent with the loop invariant,

the base case of our induction (i.&50) is established. The induction procedure that follows up is

illustrated in Figure 15.

2) MaintenanceTo see that each iteration maintains the loop invariahyddirst assume that the loop in-
variant holds at the beginning af” iteration \>1), i.e., after(( A—1)*" iteration.W ork Resource[5][]j*~1

is 1 if resourcey, is reachable from; and its distance tg; is 2A—2; 0 otherwise Prev Resource[;][1] A~
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WorkResource[i][fo) WorkResource[i][f) WorkResource[i][fk)
PrevResource[j][](O) PrevResource[j][](l) PrevResourceU][](")

Sink{j] © Sink{j]g ¢ Sink{jn

Figure 15. lllustration of the induction steps of Step 4.

is 1 if resourcey, is reachable frong; and its distance tg; is less than or equal @\ —2; 0 otherwise.
Sink[j][{]*~Y is 1 if processp; is a reachable sink node gf and its distance tq; is less than or
equal to2\ — 3; 0 otherwise. Note that whekis 1, Sink[j][i]*~1) is 0 as defined in the loop invariant.

Then, we need to prove the loop invariant holds at the endbiteration.

During iteration)\, Work Process[j][i] is first computed for all, 1<i<m. In the rest of the iteration,
WorkProcess|j][i]") serves as an intermediate step for the calculatiod® ofk Resource[j][]») and
Sink[j][|V). Let us look at howW orkProcess|j][i]» is computed fromW ork Resource|5][]*—1
and AG([|[i] (line 27). By loop invariant assumptioiy’ ork Resource[j][1]]*~1), for 1<i<n, is 1
if and only if reachable resourcg’s distance tog; is 2\ — 2. Meanwhile, AG[l][] is 1 if and
only if an edge is directed from resourge to processp; (i.e., WorkProcess[j][i]» = 1). When
both WorkResource[4][I]*~" and AG[l][i] are ones, we know that there exists a path frgm
to p; via ¢;. There can be multiple reachable resource nodes whose abstary; is 2\ — 2 (i.e.,
WorkResource[j][|*~1) has multiple elements equal to one). Figure 16 illustrates suscenario.
If any of them has an edge directedsig p; is reachable fromy; (i.e., WorkProcess[j][i]V = 1).
So far, we have checked if a specific process ngglei¢ reachable frong;. Beyond that, we need to
know if any other processes amopg throughp,, are reachable from;. In line 27, asi varies from
1 to m, it is checked in parallel whether any other processes aheble fromy; by being connected
to a reachable resource node whose distaneg te 2\ — 2. That is,WorkProcess[j][i]") = 1 for i

=1...m.

After WorkProcess|j][i]V) for 1<i<m are all computedSink[j][|V), WorkResource[j][|V) and
PrevResource[j][|®) are computed in sequence as follows. In line 88uk[5][i] is computed.

Sink[j][:]M) is 1 if it satisfies either of the two conditions: @) is a sink node and it is connected
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Figure 16. lllustration of the computation &F ork Process|j][i]™).

to a reachable resource node whose distancg tis 2\ — 2 (i.e., both WorkProcess|j][i]|») and
SinkProcess[i| are ones; an example is shown in Figure 16); #ji)is a sink node which has been
visited in a previous iteration (i.eSink[j][i]*~V) is 1). In the first casep;’s distance tag; is equal
to 2\ — 1, in the second case, its distancegtois less thar A — 1. In summary, the loop invariant for

Sink[] holds at the end oA*" iteration.

Now, let us look at the induction 0¥ ork Resource[j][I]*). As is afore-stated in this prodf ork Proc-
ess[4][i]V) is 1 if and only if p; is connected to some reachable resource node whose distange
is 2\ — 2 (i.e., pathg;—...—¢;—p; in Figure 17). Then, ifAR[i][l] is also 1, there exists an edge
directed fromp; to ¢; as seen in Figure 17. Thus, it indicates that there exists afpathg; to ¢; via

p; with 2\ edges as shown in Figure 17. Then, there are two caseg:h#@s never been visited in any
previous iteration; (i), has been visited in a previous iteration. In caseRiev Resource|j][]]* 1

is 0. Thus, the calculation in line 29 makésork Resource[j][I]») equal to 1. The loop invariant for
WorkResource|] holds because the distance fragmto ¢; is the number of edges in the current path,
which is2). In case (i), becausg has been visited in a previous iteratidt;ev Resource[4][[| X1 is

1. Hencey;’s distance tqy; is less than or equal &\ —2 according to the loop invariant. Thus, by the
calculation in line 29V ork Resource[j][]]V) is 0. This signifies that if;’s distance tog; is not 2,
WorkResource[§][1]™ is 0. In summary, we have proved that after iteratiofiV ork Resource|5] 1]V

is 1 if resourcey’s distance tog; is 2\ (case i); O if resource;’s distance tog; is not2) (case ii).
That is, if the loop invariant holds before iteration it still holds after iteration\. As a result,q

will not be visited in any following iteration because in &lllowing iterations PrevResource[j]]l]
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remains equal to 1.
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Figure 17. lllustration of the computation &F ork Resource[j][I]™).

Lastly, PrevResource[4][1]) becomes 1 if eitheW ork Resource[4][[| or PrevResource|j][1]]*—1)
is 1. Note that if PrevResource[][[]*~1 is 1, by the formula in line 29W ork Resource[5] 1]V
must be 0. In the casé ork Resource[j][[|M is 1, PrevResource[j][1]*) becoming one signifies that
resourceg’s distance tog; is 2\. In the casePrevResource[j][IJA~Y is 1, PrevResource[j][]|V)
having become one signifies that resouggs distance tog; is less than or equal tA — 2, thus

certainly less thar2\.

So far, we have proved that if the stated loop invariant hokfsre iteration), it must also hold after

iteration \.

3) Termination Since thewhile loop will be terminated if the condition in line 31 holds, wesfishow
that the condition in line 31 always comes to be in a certaration. Then, we show that upon the
termination of the loop, the loop invariant holds afithk[] contains the sink bitmask for all reachable

sink nodes for every resource.

Guaranteed termination: The goal of Step 4 is to find all reachable sink process nodes exfyev
resource node. Because a RAG is a bipartite graph, everypsodess node has at least one incoming
edge from a resource node. Hence, when a sink process ngde ) $avisited in iteration\, a resource

node that is directly connected tQ should have been visited in iteration— 1. Therefore, when the
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search for resourcg;’s reachable sink nodes has visited @l reachable resource nodes by iteration
A—1, itis assured that all;’s reachable sink nodes will have been visited by iterafiofo implement
the aforementioned termination condition, the algoritheesutwo matrices, i.el) orkResource and
PrevResource, which contain newly and previously visited resource nodespectively. As the search
for resourceg;'s reachable sink nodes visits more resource nodes (notethtbasearch traverses all
paths starting frong; and thus will visit allg;'s reachable nodes), eventually,ork Resource[j][] will

not contain any node anffrevResource[j][] will contain all ¢;’s reachable resource nodes because
all ¢;'s reachable resource nodes have been visited by that times, The search for resourgg’s
reachable sink nodes terminates at the earliest time whisnfaund that allg;'s reachable resource

nodes have been visited.

To prove that the loop invariant condition can produce ttereahentioned termination condition, let
us look at the meaning of the value &frevResource[j][l] at the end of iteratiol\ — 1. From the
Maintenancephase, we know thaPrevResource[j][]]*~1 is 1 if the distance fromy to g; is less
than or equal t@)\ — 2. Since our system contains only a finite number of processasrefiources, its
corresponding RAG consists of a finite number of nodes. By D&fin3.3, any simple path in a RAG
can only contain a finite number of nodes as well as edges beedlusodes along a simple path are
distinct. Hence, for any resource (sa)y, the maximum distance of any’s reachable resource node
to ¢; is a finite positive integer. Thus, asincreases and becomes large enoughs- 2 will become
equal to the maximum distance of agys reachable resource node¢p When that occurs, the loop
invariant signifies that after iteration— 1, PrevResource[j][1]*~") is 1 if the distance fromy to ¢;

is less than or equal to the maximum distance from @rs/reachable resource node ¢p Since the
distance from any;’s reachable resource nodedpis less than or equal to the maximum distance, the
loop invariant is equivalent to the fact th&trev Resource[j][1]]*~1) is 1 if ¢, is a reachable resource
node ofg;. Thus we can assure that all reachable resource nodgshafve been visited after iteration
A — 1. If any of the newly visited resource nodes in iteratidn- 1 is connected to a sink process
node, that sink process node will be visited in iteratianFor resource nodes visited in iteratiop
where\, < A —1, if any of them is connected with a sink process node (s3yp, should have been
visited in iteration), + 1, i.e., an iteration before iteratioh because\, + 1 < . Hence, we know

that all reachable sink process nodes have been visiteditgitation \.
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From the afore-stated discussion, we know that the ternainatigration forg; depends on the distance
of the ¢;'s farthest reachable resource nodeyfoEven in case cycles exist in a RAG, by Lemma 6.7,
we know that an upper bound on the number of edges in a pathheatlgorithm may traverse is
still determined by the distance of the's farthest reachable node ¢g. Considering how to compute
the distance of the;’s farthest reachable node tg, there are two cases: (i) The node farthesgto
is one of its reachable process nodes (an example is prpgess Figure 11). (ii) The node farthest
to ¢; is one of its reachable resource nodes (an example is resgyrin Figure 10). In case (i), by
Corollary 6.2, the distance of thg's farthest reachable node g is a positive odd integer (say).
As a result, the distance of thg's farthest reachable resource nodegfas a — 1. When2\ — 2 =
a—1,i.e,A=(a+1)/2, PrevResource[j][l]*~1) must be 1 ifg is reachable frong;. This is because
the distance frong; to ¢; must be less than or equal éo- 1. Then, in iteratiom\, whereA=(a+1)/2,

all WorkResource[j][l]V are zeros foll = 1,...,n. Thus, thewhile loop terminates. In case (ii),
by Corollary 6.5, the distance of thg’s farthest reachable resource nodegtois a positive even
integer (sayb). Likewise, when2\ — 2 = b, i.e., A = (b+ 2)/2, PrevResource[j][]]*~") must be 1

if ¢; is reachable frony;. Thus, thewhile loop terminates after iteratioR, where = (b + 2)/2.

The loop invariant: For case (i) aforementioned in the part@fiaranteed terminatigrthe while loop
terminates after iteration, where\ = (a + 1)/2. Due to Maintenanceproperty, Sink[j][i]™ is 1 if

p; is a reachable sink node qf because the distance from to ¢; is always less than or equal to
2)\ —1, which is exactlya (i.e., 2><“TJrl — 1 =a). As a result, all reachable sink nodesggfmust have
been found at this moment, which indicates that all pathmfig to its reachable sink nodes have
been searched. For case (ii), thile loop terminates after iteratioh, where\ = (b+2)/2. Since the
node with the maximum distandeamong allg;'s reachable nodes is a resource node, the maximum
distance fromy;’s reachable process nodebis- 1. Due toMaintenanceproperty, Sink|;] [{]N is 1 if

p; is a reachable sink node gf because the distance frop to ¢; is always less than or equal to
b — 1 and thus certainly less than — 1 (i.e., 2><b+72 —1=>5b+1). Similar to case (i), all paths from
g; to its reachable sink nodes have been searched. Thus, im eétbe,Sink[j][] is a complete sink

bitmask for all reachable sink nodes @f
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Combininginitialization, maintenancandtermination we have proved that Step 4 of MDDA correctly
computes all reachable sink nodes for resourcewvherel < j < n andn is the number of resources.
[
Theorem 6.9:MDDA detects deadlock if and only if there exists a knot in RAG.

Proof: By Theorem 6.8, Step 4 of MDDA always terminates and computsdachable sink nodes
for all resources correctly. It means that next time Step Jiiered,Sink[] consists of the sink bitmasks
for all reachable sink nodes of all resources. Thus, if theabityuin line 15 holds,Sink[j]]] (i.e., the
sink bitmask forg;) is the same as the bitmask of processBy the definitions of the sink bitmask
and the process bitmask (see Definitions 5.1 and 5.2), prggeissthe only reachable sink node of
resourcey; (i.e., only Sink[j][4] is 1). Hence, in such a scenario, by Theorem 4.2 a knot is foimgute
corresponding RAG, and by Theorem 4.1 a deadlock occurs. Thélatk is revealed by the equality

test in line 15. Thus, MDDA detects deadlock correctly. [ |

E. Proof of the Run-time Complexity of MDDA

Lemma 6.10:When Step 4 of MDDA is parallelized so that the computationsdib resources are
performed simultaneously, Step 4 completes its compuiiomt mostmin(m,n) iterations, wheren
andn are the number of processes and resources, respectively.

Proof: Since Step 4 is parallelized, it terminates when the compmuistior the resource requiring
the maximum number of iterations are finished. Without losgefierality, let us assume that such a
resource isg;. By Lemma 6.7, an upper bound on the number of edges that StepAMpofithm 5.3
traverses i2xmin(m,n). Because in each iteration Step 4 traverses two edges, thenomaxnumber
of iterations in Step 4 can b&xmin(m,n)/2, i.e., min(m,n) iterations. [ |

Theorem 6.11:The run-time complexity of MDDA iSO (min(m,n)).

Proof: The run-time complexity of MDDA is determined by the run-timemplexity of Steps 1 to
4. Since the run-time complexities of Steps 1 to 3 and Step ©&t¢ and O(min(m,n)), respectively,

the overall run-time complexity of MDDA i€ (min(m,n)). [ |

VIl. HARDWARE IMPLEMENTATION

In this section, we delineate how Algorithm 5.3 is realizedhardware. The algorithm has been

implemented using Verilog HDL.
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A. Architecture of the MDDU

The simplified view of the architecture of a Multi-unit resoerbardware Deadlock Detection Unit
(MDDU) for three processes and three resources is shown iard-i§§j8. The architecture consists of
Matrix cells, SK/WP cells, WR/PR cells, SP cells, Free-urlis @d aDecision cellin addition toFinite

State Machine cell§FSM cellsin short). In the following, we describe the architecturedetail.
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Figure 18. Architecture of 3x3 MDDU.

1) Matrix Cells, Free-unit Cells and SP Cell§he Matrix Cell at thei*” row and;** column (denoted
as MatrixCell[i][j) contains three registers, which stahe values oAR([i][j], AG[j][i] and Weight][j][i].
All the mxn Matrix Cells together store the complete resource allocation picturthénsystem. The
contents of these cells are not altered during the computatbf MDDA. Their contents can only be
changed by the operating system when the resource allacativation changes. Eadfree-unit cell
contains the value of the number of free units for each resouVhen a unit of resourag is granted
to process;, the value of AGIj|[i] in the MatrixCell[i][j] is set to 1. Theweight register in the same
cell is increased by 1. Also, the value in tRese-unit cellon the j** row is reduced by 1. When the
request from process; for resourcey; is blocked, only the value of AR[i][j] in MatrixCell[i][j] & set to
1, and all other register values do not change. For the caseewahunit of resource; held by process

p; is released, the weight register in MatrixCell[i][j] is deased by 1, and the value in tReee-unit cell
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on the ;" row is increased by 1. Information about whether or not a @emode is a sink node in the
RAG is stored in theSP cells EachSP cellcontains the value of an element in the vector SinkProcess]],
which is computed by performing bit-wise OR operations aghtre elements of AR[i][] (i.e., the AR
outputs ofMatrix cells on thei?" row) as is described in Equation 1.

2) SK/WP Cells:The logic diagram of aisK/WP cellis shown in Figure 19. AIsK/WP cellhas two
n-bit inputs as well as three 1-bit inputs and produces twdat bdtputs. AnSK/WP celltakes its inputs
from a row of WR/PR cells’ WRoutputs and a column dffatrix cells’ AG outputs in addition to an
SP celloutput. It computes its new values (i.e., WPJi][j] and SK[ij[according to Equations 2 and 3.

It is important to note that lines 27 to 30 need to be computedeiquence. To achieve the sequential
computation, arSK/WP cellhas to be synchronized with the prop&R/PR cells The input signals,
namelyinputreadyanddone sent byFSM cellsare used to synchronize the computations across proper
cells and determine the correct termination point. The Betaill be explained wherFSM cellsare

described.

input_ready—p

3
N £>

input_ready WRYIj][1:3] clock

——>WPil[]
AG[1:3][i]-2

clock—>
done—+>

SP[i] —(F‘DSKU]U]

Figure 19. The logic diagram of an SK/WP cell.

3) WR/PR Cells:The logic diagram of &VR/PR cellis shown in Figure 20. ANR/PR cellhas two
m-bit inputs as well as two 1-bit inputs and produces one Iebtput. AWR/PR celltakes its inputs
from a column ofSK/WP cells’ WPoutputs and a column dflatrix cells’ AR outputs. It computes its
new values (i.e., WRJj][K] and PR[j]J[k]) according to Equat®4 and 5. Note that the value of PR[j][K]
is only used internally in aVR/PR cell Thus, there is no output for PR[j][k]. Similar to e88K/WP
cell, a WR/PR cellneeds control signals from theSM cellto synchronize and properly terminate its

computations.
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WPL3B]I]  clock

—>WRGI | AR —of WRIPRL wrpin

AR[L:3][] ~2 =]
clock—>
done—p

doné input_ready

Figure 20. The logic diagram of a WR/PR cell.

4) Decision cell: The logic diagram of th@®ecision cellis shown in Figure 21. It performs deadlock
detection by comparing the bitmask of the requester proséhsthe sink bitmask for the reachable sink
nodes of the requested resource (line 15 of Algorithm 5f3)héy are equal, a deadlock is detected.
Afterwards, a deadlock recovery scheme would be broughit iis Qut of the scope of this report). If
they are different, théecision cellsends out a signal to tHeSM cells The FSM cellsthen initialize
necessansSK/WP cellsand WR/PR cellsand start updating the sink bitmasks for the sink nodes of all
resources. In the next section, we explain howHFSM cellscoordinate propeSK/WP celland WR/PR

cellsto correctly perform the computations describedsiep 4of Algorithm 5.3.

process_bitmaslé3¢«>
process_bitmask[1:3jesource_ID[1:2

3

SKIL3[1}—c—+ 0 for no deadlock Decisio

SK[L:3][2]~3 >1 for deadlock SK[]—2 ~ g [ deadlock
SK[L3|BR3

resource_ID[l:Z}Zrc>
starl

start update
> update

Figure 21. The logic diagram of the Decision cell.

5) FSM cells: The j** row of WR/PR cellsand thej** column of SK/WP cellsneed to cooperate
to perform and complete the computation of the sink bitmasktlie reachable sink nodes of resource
q;. As described in lines 27 to 30 in Algorithm 5.3, line 27 usks values of WorkResource[j]] (i.e.,

the values stored in thﬂh row of WR/PR cells from last iteration, while line 29 uses the values of
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WorkProcess[][j] (i.e., the values stored in tli¢ column of SK/WP cell} just computed in the same
iteration. This implies that the computations of i row of WR/PR cellsand thej* column of SK/WP
cells have to be interleaved. THESM cellsare designed to serve such a purpose that eithej‘theow

of WR/PR cellsor the j** column of SK/WP cellsare computing their new values at a time. The finite

state machine implemented in &$M cellis shown in Figure 22.

—f reset
—1+ done

reset

set WP_input_ready to1  if WP_input_ready = 1
WP ready

WR ready w‘w

if WR_input_ready = 1 set WR_input_ready to 1
ifdone=1
WP_input_ready
<— WR_input_ready
<—| WP_input_ready update <—reset

Figure 22. The state transition diagram of an FSM cell.

FSM

done—|
cell

—>WR_input_read)

B. Synthesis of the MDDU

We use the Mentor Graphics ASIC Design Kit 3.0 [13] with thevlaasa Semiconductor Manufacturing
Company .25m standard cell library [22] to synthesize MDDUs in diffetaizes. The synthesis results
are shown in Table 4. The area of a synthesized MDDU is denogethd number of units, each of
which is equivalent to a minimum-sized two-input NAND gate the library. In the case where an
MPSoC contains one MDDU16x16, five PowerPC 755 processors (1atht gach [17]) and 256 MB
DRAM memory (536M gates [8]), the resulting MPSoC area, the sidirthe areas of five MPC775s
plus 256 MB memory plus MDDU16x16 (i.e., 1.2\+536M+130491), is 544,630,491 gates. Thus, the
area overhead in the MPSoC due to the MDDU16x186, i.e., the drislb®U16x16 divided by the total
MPSoC area, is approximately .024 percent (i.e., 130,4916304491).

Table 4 Synthesis Results of the MDDU

MDDU size 5x4 | 8x8 | 10x10| 16x16 | 24x24
Area (w.r.t. 2-input NAND)| 5509 | 23509 | 43683 | 130491| 351778
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VIIl. EXPERIMENTS AND THEIR RESULTS
A. Target System and Simulation Environment

Here we describe two sample target Multiprocessor System-Ghips (MPSoCs) integrating our
hardware Multi-unit resource Deadlock Detection Unit (MDD The architecture of the first target
MPSoC is similar to Figure 7(a). It consists of five Motorola MP&f&rocessors, SRAM memory of
256MB and four multi-unit dummy resources. Each processsrom@& process running on it. The dummy
resources count the specified time (set by the software) tifédr units are granted, and they interrupt
the corresponding processor where a process uses theaesamits when a preset time elapses. Then,
the processor releases the dummy resource units. Thus, itffisient to use these dummy devices
to simulate various deadlock scenarios in the system. Athgmnents except processors and SRAMs
are implemented in Verilog HDL. The second target system hasséime configuration parameters as
the first target except that the second system consists ofMmiorola MPC755 processors with two
processes running on each processor and eight dummy resbenvices. The application is written in the
C language and compiled using a PowerPC-GCC cross-compieusé/Atalanta RTOS version 0.3 [21],
a shared memory multiprocessor RTOS, to manage processagsndces. In order to simulate such
MPSoCs with the multiprocessor operating system, we use M&raphics Seamless hardware-software
Co-Verification Environment (CVE) [14] aided by ModelSim [15]rfbardware simulation and XRAY

for software debugging.

B. A 5x4 Application Scenario

We test the 5x4 MDDU with an application consisting of five ggeses each running on a processor of
the first target system. The sequence of events in Table 5 dhadudds the system status described by
the RAG in Figure 7(b). Events;; throughe,s are presented in Section V-D for the detailed explanation
of our algorithm. Specifically, after event; and befores;5, the system status is the same as described in
Figure 7(b). Furthermore; » changes the status of the system such thatth& nodes for every resource
is the same as shown in Table 3. Thers incurs deadlock at;3. Since the system state aftgg is
affected by the deadlock recovery scheme employed, we atbppr deadlock detection experiment after
t13. Deadlock detection always takes two clock cycles for adbtgce events listed in Table 5. We are
particularly interested in detection preparation timeesiit is the dominant factor in the overall run-time

complexity. We specifically count the number of clock cyclegpeed from the moment tHaecision cell
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Table 5 An Application Scenario in the 5x4 Target System

[ Time | Event| System Operation | Preparation Clock Cycles
ty e1 MPC755-4 requests resource 1; resource 1 is granted to MPC#a5ediately. 25
to €9 MPC755-1 requests resource 3; resource 3 is granted to MPCa&ediately. 15
t3 es MPC755-4 requests resource 1; resource 1 is granted to MPCa5ediately. 15
t4 €4 MPC755-5 requests resource 4; resource 4 is granted to MPE#a&ediately. 15
ts es MPC755-3 requests resource 2; resource 2 is granted to MPEa&ediately. 15
te €6 MPC755-2 requests resource 2; resource 2 is granted to MPE#&&ediately. 15
tr er MPC755-4 requests resource 2; this request is blocked, riiaida 5.5
ts es MPC755-1 requests resource 1; resource 1 is granted to MPCa&ediately. 5.5
ty €9 MPC755-5 requests resource 1; resource 1 is granted to MPEa5ediately. 5.5
t10 e10 MPC755-2 requests resource 3; this request is blocked, riiaida 9.5
t11 e MPC755-3 requests resource 1; this request is blocked, riiaida 9.5
t12 e12 MPC755-1 requests resource 4; this request is blocked, riiaida 9.5
t13 e13 MPC755-5 requests resource 2; this request is bloatteatilock. N/A

sends out the “update” signal to the moment the last FSM celliteites the computations in thNéR/PR
cells and theSK/WP cellg(i.e., all WR[] elements become zeros). The results for dietegreparation
time are also listed in Table 5.

Typically, each iteration irStep 4includes the sequential computations from Equations 2 tirdu
However, in the first iteration, the new values Wf P are always the same as the valuesA6'”
because the process nodes that are directly connected lhoresaurce are already stored AG as
the grant edges in the RAG (se€G and WP after the 1% iteration in Section V-D). Therefore,
in the first iteration, we can skip the computation of matidP (Equation 2). As a result, the first
iteration only takes 1.5 clock cycles while other iteraficall take 4 cycles. In all successive iterations,
SK/WP cellsand WR/PR cellsoperate under the control of the FSM depicted in Figure 22. Toeref
in each of the2™ and later iterations, four transitions occur in the FSM (igther “WP idle/WR
ready=-“change="“WP ready/WR idle=-"change="WP idle/WR ready” for non-terminating itera-
tions, or “WP idle/WR ready=-“change™=-“WP ready/WR idle*="“change=-"off” for the terminating
iteration). Hence, each of such iterations takes four cloakes.

Our simulation demonstrates that the MDDU takes 9.5 cloaitesyto compute the sink bitmasks for
all resources in the RAG shown in Figure 7(b). That is equivalerthree iterations of th&hile loop
in Step 4 In our 5x4 simulated target, the maximum number of iteration Step 4can be four because

of the afore-stated(min(m,n)) run-time complexity wheren = 5 andn = 4.
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C. An 8x8 Application Scenario

We also simulated a separate 8x8 application scenario csettund target system with an 8x8 MDDU.
Although the second target system is larger than the the fiest deadlock detection still takes only two
cycles for all resource events. In the same way, we meashbeeddtection preparation clock cycles for
all resource events. All simulated resource events and teiesponding detection preparation times are
listed in Table 6. In this 8x8 simulated target system, theimam number of iterations iistep 4can
be eight. In the application scenario shown in Table 6, tmgést preparation took 13.5 clock cycles,

which is equivalent to four iterations iBtep 4

Table & An Application Scenario in the 8x8 Target System

[ Time [ Event] System Operation | Preparation Clock Cyclek
ty €1 process 1 requests resource 1; resource 1 is granted tosprbdenmediately. 2.5
23 123 process 2 requests resource 2; resource 2 is granted tosprademmediately. 15
ts es process 6 requests resource 4; resource 4 is granted tosprédemmediately. 15
7 eq process 3 requests resource 3; resource 3 is granted tosprddmmediately. 15
ts es process 7 requests resource 8; resource 8 is granted tosprodmmediately. 15
te €6 process 2 requests resource 1; resource 1 is granted tosprademmediately. 15
tr er process 5 requests resource 3; resource 3 is granted tosprodmmediately. 15
tg es process 6 requests resource 7; resource 7 is granted tosprédmmediately. 15
ty €9 process 3 requests resource 2; resource 2 is granted tosprddemediately. 15
t10 e10 | process 4 requests resource 1; resource 1 is granted tospréammediately. 15
t11 e11 | process 4 requests resource 6; resource 6 is granted tespréammediately. 15
t12 e12 | process 3 requests resource 4; this request is blocked, atbodk. 55
t13 e13 | process 7 requests resource 6; resource 6 is granted tospréammediately. 55
t14 e1s | process 5 requests resource 5; resource 5 is granted toesprbammediately. 55
t15 e15 | process 7 requests resource 7; resource 7 is granted tospréammediately. 5.5
t16 e1¢ | process 8 requests resource 6; resource 6 is granted tesprdammediately. 5.5
t17 e17 | process 4 requests resource 5; resource 5 is granted tospréammediately. 5.5
t18 e1s | process 6 requests resource 6; this request is blocked, atbodk. 13.5
t19 e19 process 7 requests resource 4; this request is blocked, atod&. 13.5
to0 €20 process 8 requests resource 4; this request is blocked, atodé. 13.5
to1 €21 process 5 requests resource 7; this request is blodkead)ock. N/A

IX. DiscussiON ANDCONCLUSION

Since both of Shiu’s algorithm and ours have the saf{ein(m,n)) overall run-time complexity,
we here show the comparison on various aspects between &lgolsthm versus ours and highlight the
differences and the novel features of ours. A summary of tmaparison is shown in Table 7. As can
be seen in the table, other than the same overall run-timelemxity and the single-request assumption
for processes, the two algorithms are different in all othsgpects.

In this report, firstly a nove® (1) parallel Multi-unit resource Deadlock Detection AlgoritHMDDA)

is presented. The described algorithm is designed to betialigware-oriented and exploits the maximum
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Table 7 The Comparison between Our Algorithm and Shiu’s Algorithm [18]

Feature Ours Shiu’s
Applicable Both multi-unit as well as single-unit ~ Only single-unit
systems resource systems. resource systems.
A resource node can A resource node can
Characteristics have multiple outgoing have at most one
of the RAG edges (grants) and outgoing edge (grant)
multiple incoming and multiple incoming
edges (requests). edges (requests).
The theory A knot is a A cycleis a
behind necessary and sufficient necessary and sufficient
the algorithm condition for deadlock. condition for deadlock.
Key technique Parallel graph traverse Parallel graph reduction
of in search for to remove terminal
the algorithm sink process nodes. edges iteratively.
Detection complexity O(1) O(min(m,n))
Overall complexity O(min(m,n)) O(min(m,n))

computational parallelism in detection preparation bydiare. The algorithm has a run-time complexity
of O(1) for detecting deadlock an@(min(m,n)) for preparing detection. Secondly, the proofs of the
correctness and run-time complexity of MDDA using tbep invariantmethod (a mathematical induction
alike approach) are provided. Lastly, we discuss the impfeation of MDDA in hardware (MDDU).

The MDDU provides very fast and deterministic run-time detec of deadlocks for both multi-
unit as well as single-unit resource systems. It is espdgdmneficial for Multiprocessor System-on-
Chip (MPSoC), which we predict will prevail as embedded sysf@atforms. The MDDU stores the
Resource Allocation Graph (RAG) of a system in a set of magridVhenever a resource request is
blocked, the MDDU makes deadlock decision right away by canmg the information on the reachable
sink nodes of the requested resource with the ID of the regupsocess node in a RAG. If no deadlock is
detected, the MDDU updates the reachable sink nodes ofsalrees in parallel (detection preparation)
to prepare for the next detection invocation. Compared With's algorithm [9], the deadlock preparation
run-time complexity is significantly reduced fro@(n x m) to O(min(m,n)).

Through our experiments, we demonstrate the following:dardless of the size of the system (is.,
andn), the MDDU always takes only two clock cycles to make its deekl decision, and ii) when we
increase the size of system from 5x4 to 8x8, the worst caséimedoes not increase quadratically, but
merely doubles. Finally, the MPSoC area overhead due to MDDUuha@lsapproximately 0.024 percent
for MDDU16x16 in our example MPSoC.
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