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ABSTRACT database systems, including MonetDB [1-4], C-Store [5] and Ver-

Column-oriented databases are reported to perform orders of mag-tica [6]. These systems claim that their approach offers perfor-

nitude faster than traditional row-oriented databases for Decision MaNce gains of one to two orderr? of magnitude on read-only (or
Support System (DSS) workloads. However, there have been fewread mtens_,lve) anglytlcal processing workloads such as those en-
investigations on the detailed hardware characterization of DSS countered in decision support systems [1-6]. However, there have

benchmarks namely TPC-H for column-oriented databases. In this PE€N relatively few detailed studies in analyzing the performance
paper, we characterize the performance of the TPC-H benchmarkOf TPC-H workloads [8] for column-oriented databases on modern

for a popular column-oriented database called MonetDB running hardvyarg. In this paper, we present our perspegtlve on the char-
on a dual-core AMD Athlon machine. Specifically, we measure acterization of TPC-H workloads for a column-oriented database

the performance of key microarchitectural components and provide MonetDB run on a modern.dual-core AMD Ath'of‘ processor [9].
very detailed analysis of the execution time breakdown of Mon- Ve Provide detailed execution breakdown of the time spent in use-
etDB during the execution of TPC-H queries. We analyze in detail ful computation, L1 and L2 cache stalls, branch misprediction and
the nature of the various stalls namely cache stalls, branch mis- resource stalls. Thanks to the advancement in hardware and soft-

prediction stalls and resource stalls in order to identify the causes Vare monitoring tools, we further classify in detail the nature of the

of these performance impediments in column-oriented databases'®SOU'C€ stalls. By compgring our results with _existing publ!shed
We then indicate possible research directions to minimize these research on the characterization of TPC-H queries on row-oriented

stalls in column-oriented databases. Finally, we compare our re- databases, we find that column-oriented databases do not dramati-
sults with published results on the characterization of TPC-H for cally outperform row-oriented databases in utilizing the underlying

row-oriented databases. As opposed to the previous approache@ardware' Hence, we indicate both current and future research di-
that used system-level r.nonitoring we used thread-level monitor- "€ctions that might assist in overcoming the existing limitations of
ing of database threads to study the performance of the databaséh?l_ﬁomm?'or'e?tﬁq databa_ses. foll Section 2 d ibes th
alone in isolation from the rest of the system. This enabled us to e outline of this paper Is as follows. Section 2 describes the

characterize the performance of databases independent of any othe €latéd work in this field. Section 3 describes the nature of the
executing processes. database workload and queries. This section also describes our

hardware/software platform and the performance monitoring tool

used in this research. Section 4 describes in detail the results from

1. INTRODUCTION our experiments. Finally, Section 5 presents the summary of re-
In today’s global economy, database information systems have sults, the corresponding conclusions deduced from the results and

become quite pervasive and represent an important class of servethe possible research directions that might assist in overcoming per-

applications. Policy-makers in various domains such as business,formance limitations of current column-oriented databases.

engineering, military and science leverage these information sys-

tems to a_nalyze _Iarge amounts of_ data in order tq understand thez_ RELATED WORK

complex interactions between various system variables. As a re- ] -

sult, such information systems remain extremely crucial to the pol-  Since 1980's, the relational model [10] has been the most popular

the less than optimal performance of databases on modern com4S @ relation (or table) that consists of records (tuples). Each tu-

puting hardware represents an impediment to this policy making ple is further composed_ of attributes. Most current database_s store

process. Recent times have seen substantial academic research aficords (or tuples) contiguously and are hence called row-oriented

corresponding commercial ventures in the area of column-oriented databases. On-Line Transaction Processing (OLTP) applications
most often use row-oriented relational databases. In OLTP applica-

tions, a significant portion of queries involves short-running update

queries [11]. Such queries usually scan through entire relations (or
Permission to make digital or hard copies of all or part of thizknfor tables) looking for a small number of rows to update but using most
personal or classroom use is granted without fee providatidbpies are of the attributes in the tuple [1]. On the other hand, query inten-
not made or distributed for profit or commercial advantage aatidbpies sive applications such as On-Line Analytical Processing (OLAP),
bear this notice and the full citation on the first page. Toyooperwise, o DSS and data mining show significant difference in their data ac-
republish, to post on servers or to redistribute to listunes prior specific  cagg patterns. Such applications usually summarize data in multiple
permission and/or a fee. . . .

dimensional structures such as datacube [12]. Queries are usually

CIKM '08 Napa, CA USA . - ] .
Copyright 200X ACM X-XXXXX-XX-X/XX/XX ...$5.00. medium or long running that access entire relations (or tables) but



require only a few columns. mark for column-oriented databases. This is precisely our goal
Previous research shows that current row-oriented DBMSs per- in this paper where we perform detailed characterization of the
form very poorly in OLAP (and even OLTP) applications on mod- performance of TPC-H benchmark for a popular column-oriented
ern processors [7,13,14]. In fact, using hardware features like m data-base called MonetDB running on a dual-core AMD Athlon
tithreading on some processors might result in degradation of per-machine. Additionally, we measure the performance of key mi-
formance [15]. Modern processors are multicore multiprocessors croarchitectural components and analyze the nature of the various
that are superscalar and simultaneously multithreaded. In super-stalls to identify the causes of performance impediments in column-
scalar processors, an average 50% of the time is spent on stalloriented databases such as MonetDB.
that cannot be overlapped with computational execution for OLTP
workloads [7]. Similar findings are observed for QLAP and Deci- 3. EXPERIMENTAL METHODOLOGY
sion Support System (DSS) workloads [16]. This means that the ) o ) )
processor is not performing computation nearly half the time. L2 This section first briefly describes the TPC-H penchmark work-
data cache and L1 instruction cache misses account for nearly 40%.0ad, then our hardware/software platform and finally the perfor-
90% and 5-20% of the total memory stall time, respectively [7]. mance monitoring tool used to measure and analyze the TPC-H
One of the reasons cited is the large size of each record (or tuple).Penchmark performance.
As record size increases, the number of records stored on L1 and
L2 data cache decreases [1]. Usually, most database queries re3'1 Database Workload
fer to a few attributes. Unnecessary data in terms of non-projected  The TPC-H benchmark [8] is a Decision Support System (DSS)
attributes in the query takes up crucial space in the cache. This re-benchmark consisting of complex business-oriented queries against
duces spatial locality between required attributes within the record @ database schema that models real world business databases. The
and between attribute values stored in neighboring records [1, 7]. TPC-H benchmark simulates queries that are more complex than
There is also evidence that the large record size may cause a largénost OLTP transactions. The TPC-H benchmark is designed to
number of L1 instruction cache misses due to inclusion policy of L1 stress the database server, and consists of twenty-two queries which
cache into L2 cache [7]. Increased L2 cache misses interfere with must be run as part of the benchmark test. These queries are mod-
L1 cache and thus may cause further data and instruction cacheeled after real questions that a supply chain business owner might
misses. Furthermore, Operating System (OS) context switches mayPose to obtain information about his/her business. The queries
fill the caches with OS specific code/data, resulting in refilling of mModel questions about pricing issues, part and supply chain issues,
the cache with database related data and instructions when DBMSCUstomer satisfaction and inventory management issues. Table 1
code resumes [7]. Memory hierarchy stalls still remain a signif- Shows the various database operators exercised by the benchmark.
icant component of execution time on modern processors. With
the advent of multicore multiprocessors containing large megabyte
caches, data cache stalls seem to account for 46-64% of the execu-
tion time [17]. Moreover, L2 hit latencies become the dominating

Table 1: Query types and corresponding database functions

Sequential| Index | Hash| Nested

factor of execution time as L2 cache sizes increase. As a result, Query Scan Scan | Join | Loop Join Sort
L1 data cache locality has become critical to improving database o1 7
performance [17]. Q2 YV

Additionally, branch mispredictions account for nearly 10-20% 03 7 7
of the stall times. Out-of-order execution of instructions in modern 04 7 v
superscalar processors does not alleviate the problem completely.
Resource stalls such as dependency stalls and functional unit stalls Q5 v v
also account for nearly 10-30% of the total stall time [18]. Depen- Q6 v
dency stalls occur when execution of one instruction depends on Qr Vv v
the value produced by the execution of another instruction. Func- Q8 Vv v
tional unit stalls occur among instructions due to the limited num- Q9 v
ber of execution units provided by the processor. In CISC instruc- Q10 v
tion set, each instruction is further broken down into microinstruc- Q11 v
tions. Often, a compiler is unable to overlap execution as there is Q12 N N
no easy way to determine correlation between the instructions pro- Q13 Vv
duced by the compiler and the microinstructions executed by the Q14 v
processor [19]. Q15 Vv

Hence, there has been a growing interest in column-oriented Q16 Vv Vv
databases [1-6]. Research shows that column-oriented or Decom- Q17 v
posed Storage Model (DSM) that partitions the relations (or ta- Q18 V v
bles) vertically into a collection of two-column tables called Bi- Q19 v
nary Association Tables (BATSs) consisting of (key, attribute) pairs Q20 v
might be more suited for OLAP workloads. This is because only Q21 Y
required columns can be brought into the cache for processing. Q22 7

However, there have been few investigations in characterizing the
performance of TPC-H queries on column-oriented databases. Al-
though Stonebraker et al. [5, 20] presented compelling results on
the run-time characterization of a column-oriented database — ‘C-
store’, we believe that there have not been any substantial investi-
gation in the detailed hardware characterization of TPC-H bench-

The TPC-H benchmark documentation suggests that database
operations should be modeled against a 24x7 running database sup-
porting multiple clients performing ad-hoc queries and updates on
all tables except during highly infrequent maintenance sessions.
Furthermore, the TPC-H documentation [8] states that the database



Table 2: Table cardinality and database size

Table Name — SF=001 , — SF=1.00 .
Cardinality (Rows)| Size(MB) | Cardinality(Rows)| Size(MB)
CUSTOMER 1,500 0.267 150,000 26.7
LINEITEM 60,175 8.342 6,001,215 641
NATION 25 0.005 25 <1
ORDERS 15,000 1.733 1,500,000 173.3
PART 2,000 0.256 200,000 25.6
PARTSUPP 8,000 1.335 800,000 135
REGION 5 0.002 5 <1
SUPPLIER 100 0.016 10,000 <2
Total Size - 11.6 MB - Approx. 1 GB

Table 3: Hardware platform

Hardware Feature Description

Number of CPU Cores
Execution Units

2 in an AMD Athlon X2 processor
Three integer execution units, three floating point unijts,
three address generation units and one load-store uit
2048 two-way set-associative branch predictor
Discrete L1 cache per core, Split 64 Kbyte 2-way set-
associative Instr. and Data cache
L1 Cache Line Size (for Instr. and Data Cachep4-byte line size

Branch Predictor
L1 Cache

L2 Cache Discrete L2 cache per core, 512 Kbyte 16-way get-
associative cache
L2 Type Victim cache

L2 Cache Line Size

Translation Lookaside Buffer (TLB)
L1 Instruction TLB (ITLB)

L1 Data TLB (DTLB)

64-byte line size

Two-level TLB where each entry maps to 4K pages
32 entry fully-associative TLB

32 entry fully-associative TLB

L2 TLB 512 entry four-way set-associative TLB

Chipset nVidia GeForce 6100/NF410

Memory 4GB DDR2 SDRAM

(o] Fedora Core 8 (codename Werewolf) - Linux Kernel
2.6.23.9 patched with perfmon2 kernel patch relepse
070725

HD size 80 GB

server may batch together a number of modifications impacting has an integrated 64-bit, dual-ported split L1 cache with a separate
some part of the DSS database. TPC-H consists of eight tablessnoop port and two-levels of Translation Lookaside Buffers (TLB).
namelySUPPLIER, PART, PARTSUPP, LINEITEM, CUSTOMER, Each processor core has a discrete integrated 512 Kbyte L2 victim
ORDER, NATIOMiNdREGION The database tabl&EGIONand cache. The data cache has eight banks to support concurress acce
NATION are of constant sizes for all values of the Scaling Factor by two 64-bit loads or stores [9].

(SF). All the remaining tables scale linearly as described by the  The Athlon microarchitecture uses a two-level TLB to determine
scaling factor except the tabléNEITEM whose size is prescribed  physical addresses from virtual addresses generated by thesproce
by the benchmark. Table 2 shows the relative sizes of databases foisor. The L1 Instruction TLB (ITLB) and Data TLB are both thirty-
scaling factor 0.01 and 1. In addition, TPC-H [8] provides tools two entry fully-associative TLBs each. The L2 TLB is a unified
such as DBGEN and QGEN to create databases and queries fols12-entry, four-way set-associative TLB. Each entry in the TLB
various scaling factors. We have generated all the database infor-maps to a 4K page in memory.

mation for the scaling factor = 1.

3.3 Software Platform

3.2 Hardware Platform We ran our experiments using MonetDB on Fedora Core 8 (co-
As part of this work, we have evaluated the performance of a dename Werewolf) with Linux kernel version 2.6.23.9. This kernel
column-oriented database MonetDB on an AMD Athlon 64 X2 was patched with perfmon2 patch release 070725. Perfmon2 is

dual-core processor with each core running at 2.2 GHz. Table 3 a generic performance monitoring tool written for Linux systems.
describes in detail the characteristics of our hardware platform. It provides a system-call interface to enable applications to mon-
The AMD Athlon microarchitecture consists of a nine macro-op itor their performance. Perfmon2 supports per-thread monitoring
issue, out-of-order superscalar processor pipeline. The parcess of unmodified binaries for multithreaded and multiprocess work-
has three integer units, three address generation units, three floatingoads. Additionally, Perfmon2 supports system-wide monitoring
point units and one load-store unit. There can be as many as 72of all processes on the system. Perfmon2 also supports sampling
macro-ops in flight at one time. The AMD Athlon processor chip modules for sampling in both system-wide and per-thread mode. In
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Figure 2: CPI at user level and OS level.

this research, we have utilized the per-thread monitoring function- the join operations. The CPI of Q1 is the highest, which can be
ality of perfmon2 to evaluate the performance of the multithreaded attributed to the column-oriented nature of MonetDB. This query
database server — MonetDB version 4. Using perfmon2 we were performs aggregation operations on several columns of database
able to measure 46 event types at both user and kernel levels. Intable LINEITEM, where the large size of the data table columns
some cases, we explicitly measured the kernel and user event typesesults in significant cache misses as can be seen from Section 4.2.

to characterize performance in more detail. Figure 2a shows the CPI for queries at user-level, which follows
the trend similar to the overall CPI. However, the CPI at OS level
4. PERFORMANCE MEASUREMENT shown in Figure 2b is larger than user level CPI for all queries.

The CPI at OS level is maximum for Q1 at about 3.6 and mini-

. mum at about 3.2 for Q12 and Q22. A closer inspection of the

4.1 CyCleS Per Instruction (CPI ) kernel-level functions reveals that the OS performs a lot of complex
Figure 1 shows the overall CFor each of the twenty-two queries  operations such as page-walks, locking/unlocking with IRQ dis-

of the TPC-H benchmark. The AMD Athlon can issue up to three able/enable as well as execution of a large number of serialization
macro-ops per cycle. This pegs the absolute lower bound of CPI atinstructions. Instructions such as page-walks involve moving and
0.33 where three macro-ops are issued and retired in each cycle. Agopying large data blocks whereas serializing instructions cause the
can be seen from the results, the lowest overall CPI is about 1.65entire pipeline to be drained before they are issued.
for Q13 and Q22 while it is highest at about 2.03 for Q1. This large
difference between the best case CPI and the CPI of all TPC-H
gueries indicates that there are still sufficient avenues to explore in 4'2_ Cache Perfor man(_:e ] )
order to improve database performance. Q13 and Q22 mainly exer- Figure 3 shows the cache miss ratgs for L1 instruction cache (see
cise hash-joins in the TPC-H query (as shown in Table 1). The CP| Figure 3a) and L1 data cache (see Figure 3b). As can be seen from
of Q22 is the lowest because MonetDB uses highly efficient, cache- Figure 3a, the L1 instruction cache miss rates are quite low (<2.1%

conscious positional-join and partitioned hash-join algorithms for for all queries). However, queries Q3, Q5, Q6, Q15, Q17 and Q21
have instruction miss rates of nearly 2%. Q3, Q5, Q6, Q15, Q17

Lower CPI implies better performance and Q21 exercise nested joins, and Q5 and Q6 exercise sorting in
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Figure 4: L2 cache miss rates for instructions and data.

database operators. From these results, we can see that MonetDBormidable enough that nearly 50-60% of the total stall time can
performs less than optimally with nested joins. This might be due be attributed to data cache stalls. These results corroborate the key
to the fact that these queries see a lot of OS instructions that causeact that simply ensuring optimal data placement in L2 cache is no
eviction of user-instructions from the L1 cache. As shown in Fig- longer enough and databases should strive to ensure that optimal
ure 3b, the L1 data cache miss rates are consistently around 2.5%+data placement is done at L1 cache level [17]. Furthermore, this
2.9%. This can be attributed to the various cache-conscious cluster-clearly indicates a shift of performance bottleneck from L2 cache
ing and join algorithms implemented in MonetDB. The exception misses to L2 cache hit latencies (or L1 data cache misses).

to this case is Q1, which has a miss rate of about 3.45%. This query

performs aggregation operations on several columns of database ta4.3 TL B Perfor mance

ble LINEITEM. As a result, the respective columns of the database

Itable i;‘e brt(l)qught 'Eto thi .CaChe' ?'?f theh5|ze_of each column 'Saside Buffers (ITLB) (see Figure 5a) and L2 TLB miss rates for
arger than the cache, Q1 incurs a lot of cache misses. instructions (see Figure 5b). The L1 ITLB miss rates are relatively

Figure 4 shows the L2.cache miss rates for instructions (;ee Fig- low for all queries (from 0.39% to 0.54%). The L1 ITLB miss rate
ure 4a) and data (see Figure 4b). As can be seen from Figure A2 Q22 is relatively higher because there are several levels of ag-

i i 1 0, 0,
the L2 cache miss rates for instructions vary from 9% to 12% for gregation operations in this query. Furthermore, it seems that the

all queries, while Figure 4b ShOWS that_ L2 cache misses for data onetDB executable layout is not closely packed into pages for
are less than 15% for all queries. Previous research [7] suggeste 22, which results in larger L1 ITLB misses. The L2 TLB misses

that databa;es should concentrate on L2 plaocement of data as th?or instructions are moderately larger for most queries as compared
L2 cache miss rates were as high as 40-90%. Our result ShOWSto L1 ITLB misses. This might suggest that the working set of

that MonetDB has successfully managed to achieve this goal [1]. gueries is not closely related at the L2 TLB level. Interestingly, Q1

However, interestingly (as seen from Figure 9 and Figure 10) i_n- and Q18 have a large number of L2 TLB misses for instructions.
creased processor speeds make even such small L2 cache MISS&%,is is because these queries perform a large number of different

Figure 5 shows the miss rates for L1 Instruction Translation Look-



L1-ITLB Miss Rates L2-TLB Miss Rates for Instructions

055 = T
05 — —— — - 0 B
gov“,i,,,,,f,,,,,f,,,,7,,,,,,, 512
90'477777777777777777777777 910” —
S 0B Ar ©
o
@ 037 HAA AR A e O g
S A 8 Al
D e AT S
'—70,15"*********************’ m 47
= LR LR R R R R L L -
- 04 |_,2*
05Tttt N
L e _IO\\\\\\\\\\\\\\\\\\\\\
12345678 910111213 14151617 18 19 20 21 22 123456 7 8 910111213 14 1516 17 18 19 20 21 22
Query Number Query Number
(@) L1 ITLB Miss Rates (b) L2 TLB Miss Rates - Instr.
Figure 5: L1 and L2 TLB miss rates for instructions.
L1-DTLB Miss Rates L2-TLB Miss Rates for Data
3 55
5 - 5 = - - = 0
0\\0/ B —THHATHH =THT =11 == —Ir §45—— — M — — /-
s rrtetr et stste e nteintn e ntntntn e s ot -HHHH-HHHHHHH HHH HTH
e NN R =t e e e e et e
8 g R COT Tttt ettt
S oL LR L L ARy o o
E R BRI R R B30 8 e e 6
o AP R P L PR I e e R e e B e e e e R e e e e e N R
o (TR AT R R AR AR AR R o B BB S
4 AR e NSHHA A
|
(TrrrrT T T T T T T T T T T T T T T T T (r—r 7 7o oo T T T T T T T T T T T T T T T T 1
128 4 56 7 8 91011 12 13 14 15 16 17 18 19 20 21 22 2 3 4 5 6 7 8 9 10 1t 12 13 14 15 16 17 18 19 20 2 2
Query Number Query Number
(a) L1 DTLB Miss Rates (b) L2 TLB Miss Rates - Data

Figure 6: L1 and L2 TLB miss rates for data.

aggregation operations on various columns, which result in consid- and near return predictors. As can be seen from Figure 7a, the pro-
erable L2 TLB misses for instructions. cessor microarchitectures have improved since 1999 [7] and also

Figure 6 shows the miss rates for L1 Data Translation Look-aside 2004 [17] and only show about 4-6% branch misprediction rates as
Buffers (DTLB) (see Figure 6a) and L2 TLB miss rates for data compared to 5-15% reported in [7,17]. The AMD Athlon imple-
(see Figure 6b). The L1 DTLB miss rates are relatively low for all ments a 2048 two-way set-associative branch predictor to provide
gueries (around 2-3%). As opposed to the L1 DTLB miss rates, good branch prediction accuracy [9]. However, branch stalls still
the L2 TLB miss rates for data are quite large at about 40% to 55% account for nearly 10-15% of processor stalls. This might be be-
with the maximum L2 TLB miss rate faced by Q1 and Q6. This can cause of larger pipelines in AMD Athlon. Also, this can be a result
be attributed to two reasons. Firstly, Q1 performs different aggre- of interference between Reorder Buffer (ROB) and branch predic-
gation functions on the various columns of tH&lEITEM data ta- tion. As can be seen from Figure 7b, return mispredictions are quite
ble. Due to the column-oriented nature of MonetDB, these columns large as compared to branch mispredictions. Most modern proces-
might be stored in different pages, which resulted in a large num- sors such as AMD Athlon employ a return stack which stores the
ber of L2 TLB misses. Furthermore, based on the L1 DTLB miss last return address during any sub-routine call. AMD Athlon has a
rates, once these pages have been fetched into the main memorytwelve-entry return stack. The return stack overflow rate is about
the database exploits spatial locality of the data to optimally per- 3-4% (see Figure 8). One reason that even this twelve-entry stack
form the aggregation functions. Secondly, queries like Q6 perform is not enough for database applications is because databases such
random sorting on the data table. This results in a large humber as MonetDB use deep recursive algorithms. As a result, databases
of L2 TLB misses for data since data shows relatively less spatial such as MonetDB make a less than optimal use of the return stack.
locality.

45 Detailed Analysisof Stalls

4.4 Branch and Near Returns Figure 9 shows the overall breakdown of execution time while
Figure 7 describes the misprediction rates for branch predictors Figure 10 describes the stall profile of each of the TPC-H queries.
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As can be seen from these figures, LS-Full (meaning load/store buffer is full. This stall indicates that database systems show there
buffer full) is the single most important contributor to the stall, con- is a mismatch between instructions in flight in the pipeline and the

tributing as much as 50-60% of processor stalls. This Load-Store depth of the re-order buffer. It can also be attributed to the fact

buffer is used to hold stores waiting to retire as well as requests that ROB becomes full as memory intensive instructions are wait-

that missed the data cache and are waiting to refill. This condi- ing to retire. This situation is exacerbated by the fact that the ROB

tion stalls further data cache accesses, though some of these stallmight become full and then maybe flushed out due to branch mis-
might be overlapped with independent instruction execution. This predictions causing unnecessary instruction paths to be stored in
result indicates that extremely tight data dependencies in databaseshe ROB.

coupled with L1 and L2 data cache misses and hit latencies are

a major contributor to the performance impediment of databases.4 6 Detailed Analysis of M emory Stalls
As a result, L1 data placement has become essential for database _ . .
Prior research on the performance of TPC-H queries on row-

performance improvement. The second most important contributor | - .
to the stalls is RS-Full (meaning integer reservation stationd full oriented databases has shown that memory stalls constitute a major
part of total execution time. In this section, we investigate in more

The AMD Athlon instruction reservation station can hold up to 18 . A
P detail the major components of the memory stalls for MonetDB.

integer macro-ops. This stall indicates that the integer execution )
9 P 9 Figure 11 shows the components that contribute to memory stalls,

reservation stations are full nearly 18-25% of the time. As most namely, L1 instruction cache stalls, L1 data cache stalls, L2 cache
f our ri ilize in r ion units, th m ’ . - ! !
of our queries utilize integer execution units, the database syste stalls due to instruction and data misses, L1 ITLB stalls, L1 DTLB

performance can be improved by increasing the depth of the reser-sta”S and L2 TLB stalls for instructions and data. Table 4 shows

vation stations to look deeper into instruction streams. Following that th tall { lculated b ltiolving the mi
these stalls were ROB-Full stalls (about 9-13%) and branch abort atihese stall components are cajculated by muttiplying th€ misses
with corresponding stall penalties. We have used the calibrator tool

tall bout 10-15%). The ROB-Full t h -ord . : .
stalls (abou 0) © ull event oceurs when re-order provided with MonetDB [1] to calculate these stall penalties. Note

RS-Full stall cycles are only counted when integer reservation sta- that in our experiments, we d'd. not take into account the possi-
tions are full. The stall cycles due to floating point reservation sta- °l€ overlaps among stall times (in cycles) resulting from cache or
tions being full are negligible and are represented by FPU-Stall in TLB misses as well as overlaps with instruction execution. For
Figure 9 and Figure 10. example, the AMD Athlon [9] has a non-blocking cache [26] that
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Figure 10: Components of database stalls.

can continue servicing cache requests even when there are multiplehose found by Ailamaki et al. [7]. L2 cache stalls for data are still
outstanding cache misses. It can happen that after a cache misspne of the major contributors to memory stalls. Ailamaki et al. [7]
the processor may execute some instructions out-of-order and therreported that L1 data cache miss stalls contribute to approximately
cause one more cache miss. At the time of the second cache miss5-6% of total memory stalls. Our results indicate that now, L1 data
the servicing of the first cache miss might have been partially com- cache miss stalls (or L2 cache hit stalls) have become more impor-
pleted. Thus, there might be some overlap between time taken (intant than L2 cache miss stalls for data. Ailamaki et al. reported as
terms of the number of cycles) to service these two cache misses. Inmuch as 4-40% stalls due to L1 instruction cache misses. However,
Table 4, the stalls due to these two events are calculated assumingheir results also showed that@ystem Ahaving a small instruc-
there is no overlap in time taken (in terms of the number of cycles) tion footprint exhibited optimized instruction cache behavior that
to service two separate cache misses. The same assumption appligrinimized L1 instruction cache stalls to at most 5% of the total
to the TLB misses. This may have resulted in the memory stall memory stall time. Furthermore, they reported lower instruction
components shown Table 5 to be overestimated by a small amount.TLB stalls for this system. Our results indicate that L1 instruction
cache stalls are on average equal to 11.36% while L1 ITLB stalls
are about 1.31%. This indicates that the real-time code expansion

Table 4: Calculation of memory stalls - h o
strategies employed by MonetDB [1] are indeed optimized for the

Stall components

Description

L1 I-cache stalls

L1 I-cache misses * 11 cycles

L1 D-cache stalls

L1 D-cache misses * 11 cycles

L2 cache stalls

L2 cache misses * 89 cycles

L1 ITLB stalls L1 ITLB misses * 5 cycles
L1 DTLB stalls L1 DTLB misses * 5 cycles
L2 TLB stalls L2 TLB misses * 42 cycles

L1 instruction cache as well as the L1 ITLB. Ailamaki et al. did not
report the TLB stalls for data due to the limitation of their hardware
performance counters. Our hardware platform allowed us to mea-
sure these stalls, and interestingly these stalls contribute to as much
as 30% to the overall memory stall time. This can be due to the
column-oriented nature of MonetDB. As columns might be stored
in different pages, there can be a large number of L2 TLB misses
for data when performing random scans that access multiple pages.
Furthermore, based on the L1 DTLB miss rates, once these pages

Table 5 shows the average percentages of all memory stalls inhave_been fetched into th_e main memory, MonetDB explpits spatial
our work. Our results for L2 cache stalls for data are similar to '0cality of the data to optimally perform the query operations.
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Table 5: Average percentages of all memory stall components

Stall Componenty L1 D$ | L2$-Data| L11$ | L2$-Instr | L1 DTLB | L2 TLB-Data | L1ITLB | L2 TLB-Instr | Total

| Percentages (%) 22.55] 20.21 [11.36] 914 | 458 | 3026 | 131 | 0.59 | 100 |

5. CONCLUSION AND SUMMARY number of columns on a single page. One of the research direc-

Based on the results outlined in the previous section, the fol- tions that can be followed is using optimization techniques such as
lowing comparisons can be made with published results of row- column compression in order to fit more number of columns in a

oriented databases on AMD-Athlon [21] and Intel Processors [7, Single page. Research has shown that such optimization techniques
17]. can contribute significantly to the performance of column-oriented

databases [25].

1. Cycles Per Instruction (CPI): Our results indicate that the user-

level CPI of the TPC-H queries when executed on MonetDB are in 2- Cache Performance: Our database setup performs usefulieomp
the same range (1.2-3 cycles per instruction) as the user-level CPitation about 40-50% of the time while the remaining time is spent
reported in [21] (for DB2) and [7, 17] (for unnamed row-oriented N stalls (see Figure 9). This indicates that the performance bottle-

databases). However, our results also indicate that the average osbecks identified in [7, 21] for row-oriented database systems still
level CPI for TPC-H queries on MonetDB was about 2-3 cycles eXistand further avenues should be explored to tackle these bottle-

per instruction as opposed to the CPI of about 10-20 cycles per Necks. L2 hit stalls have arisen to become the crucial bottleneck in

instruction reported by Clark et al. [21]. This clearly shows an im- Modern processors. Hence, databases (both column-oriented and
provement factor of about 5-10X. One simple explanation to this row-oriented) should exploit optimal placement of data at the L1
decreased CP!I is the difference in the operating systems used foicache level. We make this conclusion in light of our results and
our experimentation and that used by Clark et al. [21]. However, the observation made in [17, 23] where the authors (as of 2001 and
benchmarking results on Internet servers such as that done in [22]2007) claim that L2 hit stalls have arisen to become the crucial bot-
indicate that there is not much difference in the CPI of the oper- tleneck in the database systems.

ating systems under consideration. Hence, the difference in the ] )
OS-level CPI can be attributed to the privileged instructions exe- 3 Resource stalls: Resource stalls such as reservation station stalls

cuted by the OS kernel on behalf of the database application. A and re-order buffer stalls contribute to as much as 20-40% of the
closer inspection of kernel-level functions indicated that the OS stalls in the database. These results are also similar to the resource
spent about 40-50% of the time in page-fault related functions such Stalls reported in [7]. This means that modern processor manufac-
asget_page_from_freelist, do_page_fault, find_get_page and copy-turers shquld tgke note of |_t a_nd increase the depth o_f these units. As
_page_camongst others. Page faults occur when there is a miss in columns in a binary association table in a column-oriented database
the L2 TLB for data or instructions. As the OS-level CPI of our C¢an be considered as arrays of data, another option is to employ
experimentation is much lower than that reported in literature [21], Vectorized query processing [2-4] using specialized vector process
it indicates that column-oriented databases are successful in utiliz-ing hardware. This research direction has definitely shown promise
ing spatial locality at page level. On the other hand, due to the @s presented in [24].

column-oriented nature of MonetDB, columns may be stored in o o o

different pages, which results in a large number of L2 TLB misses 4. Branch Prediction: Despite improved branch prediction mecha-
when MonetDB accesses too many columns. However, based onnisms (that seem to have reduced the branch misprediction rates),
the L1 DTLB miss rates that we reported, once these pages havebra_mch abort stall_s still contribute about 10-15% of database stalls.
been fetched into the main memory, the database exploits spatialThis percentage is very close to the percentage of branch stalls re-
locality of the data at page level to optimally perform the aggre- Ported in [7,21]. Hence, databases should try to overcome these
gation functions. To further maximize the advantages of the page limitations by further optimizing layout of their code. Branches
level data locality, column-oriented databases can try to fit more are one of the artifacts of sequential Single Instruction Single Data



(SISD) machines. Using specialized vector processing hardware[10] C. Date.Introduction to Database Systen@th edition,
such as the Cell Broadband Engine (CBE) [24] may reduce the Addison-Wesley, New York, 2003.
number of branch stalls as such approaches use the Single Instrucf11] J. Gray and A. Reutefransaction Processing: Concepts

tion Multiple Data (SIMD) processors and predicated hardware in- and TechniguesMorgan Kaufman, San Mateo, CA, USA
structions to eliminate branches. 1991
) ) 12] V. Harinarayan, A. Rajaraman and J. Ullman. Implementing
In this paper, we characterize the performance of MonetDB for datacubes efficiently. IRroc. of ACM SIGMODpages
the TPC-H benchmark queries on a modern dual-core AMD Athlon 205-216, June 1996.

processor. By comparing our results with existing published re- [13] L. A. Barroso, K. Gharachorloo and E. Bugnion. Memory
search in [7, 17, 21], we find that the nature and the percentages system characterization of commercial workloadsPiac.

of the stalls faced by MonetDB is similar to that reported in liter- of the International Symposium on Computer Architecture
ature for row-oriented databases [7, 17, 21]. Individual hardwar pages 3-14, 1998.

components that we evaluated in our experiments namely, the L1[14] K. Keeton, D. Patterson, Y. He, R. Raphael and W. Baker.
caches, L2 caches, TLBs and the processor do not show the signif- Performance characterization of a quad Pentium Pro SMP
icant amount of improvement that can contribute to the speedups using OLTP workloads. IfProc. of the International

repclnrted irll Iti_terattjr?. t-t:his indii;atets thallt there_is ftiél ;1 tnebed to Symposium on Computer Architectupages 15-26, 1998.
explore solutions to further accelerate column-oriented databases. [15] S. Oaks. Be Aware: to hyper or not to hyper. MSDN Blog,

http://blogs.msdn.com/slavao/archive/2005/11/12/
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