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Abstract

This article proposes a novel parallel, hardware-orierdeddlock detection algorithm for mul-
tiprocessor system-on-chips. The proposed algorithmstéile advantage of hardware parallelism in
computation and maintains information needed by deadl@tkation through classifying all resource
allocation events and performing class specific operatiamgch together make the overall run-time
complexity of the new method O(1). We implement the propoafgbrithm in Verilog HDL and

demonstrate in the simulation that each algorithm invocetikes at most four clock cycles in hardware.

. INTRODUCTION

Embedded applications are becoming increasingly complicaowadays. To meet the per-
formance goals of current and future embedded applicatighdtiprocessor System-on-Chips
(MPSo0Cs) have emerged recently, which may combine many aeleorocessors, specialized
digital logic and many hardware resources. While MPSoCs enadlerful embedded systems,
the probability of a system entering a deadlock state istigré@creased since on an MPSoC
many processes are likely to compete for shared resouroe$efmore, as MPSoCs are mostly
designed for real-time embedded applications, they areagexh by a Real-Time Operating
System (RTOS). Because the users of an RTOS desire predictdgonse time, an RTOS must
provide services (e.g., deadlock detection) that guaeadéadlines to be met deterministically.

Thus, any deadlock detection approach proposed for MPSoGs operate in a deterministic
manner.



To meet the challenges in designing fast and determinigadibck detection methods for
current and future MPSo0Cs, this article presents a parabetware-oriented deadlock detection
algorithm. When implemented in hardware, the algorithm hasall run-time complexity of

O(1), which is the first in history to the best of our knowledge.

II. RELATED WORK

Many algorithms have been devised to detect deadlock indke Bhoshani et al. [8] presented
an O(m? x n) deadlock detection algorithm, where is the number of processes ands the
number of resources. Holt introduced &im x n) algorithm in [1]. Both [8] and [1] leveraged
Resource Allocation Graph (RAG) to perform deadlock detectieibfried described an algo-
rithm for deadlock detection using an adjacency matrixesentation and matrix multiplication,
but its run-time complexity i<0(m?) [3]. Kim et al. [2] proposed an algorithm that exploits
a tree-like view of RAG and thus detects deadlockd(il) run-time. However, Kim's method
requiresO(m + n) time to update auxiliary information to prepare for next dleak detection.
Shiu et al. [7] proposed a parallel algorithm which uses gacamcy matrix representation and
graph reduction to detect deadlock, and its run-time coxitylés O(min(m,n)) in hardware.
Recently, our previous work [12] has improved Kim’s method feglucing the run-time of
detection preparation t®(min(m,n)). The algorithm presented in this article further reduces

the run-time of detection preparation (1) when it is parallelized.

[11. OUR METHODOLOGY

In this section, we first present the assumptions made fortdhget systems. Next, we
describe a Resource Allocation Graph (RAG) and its matrixaggmtation and then introduce a
classification of all resource allocation events. Lastlg, @laborate on the new algorithm, which

works based on the classification.

A. Assumptions

For the algorithm, we make the following assumptions fotatget systems: (i) Each resource
contains only one unit. Hence, a cycle in the RAG becomes assapgand sufficient condition
for deadlock [1]. (ii) A resource is granted to a process irdiately if that resource is available.
As a result, the entire system is always inexpedienttate [1]. (iii) One process requests one

resource unit at a time. Thus, a process is blocked as sodmezpiests an unavailable resource.
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B. Resource Allocation Graph (RAG) And Its Adjacency MaRepresentation

A RAG contains a set of node$’f and a set of directed edgef), A RAG is a bipartite
graph in two disjoint sets: one process Beand the other resource sét Furthermore, there
can be only two types of edges. One type (request edge) istelildrom a nodey() in P to
a node ¢;) in Q, which represents that procegsis blocked when requesting; that is not
available. The other type (grant edge) is directed from aen@gg) in Q to a node g;) in P,
which represents that resourggis granted to process;,. A cycleis a sequence of alternating
nodes and edgesy;(,pi,), - .., (i, qjp.1)s - (¢5,,p5,) @nd an additional edgep(,q;,), where
each edge enclosed by () is distinct. Because a cycle is agaygeand sufficient condition for
deadlock for the target systems, we are interested in findyates in a RAG. To find a cycle
at a specific system state, we need to identify a reactsbleprocess node for each resource
node. A sink process node is an active (i.e., not blocked}gs® with no outgoing edges. Note
that under our assumptions, at most one sink process nodadkable from each resource node.
The reachable sink process node for resoyscis denoted asi;(g;).

Since there exist only two types of edges in a RAG, we use twaicesatto represent all
edges in a RAG. One matrix represents request edges, whiclallvédjacency-Request matrix
(denoted asAR). The other represents grant edges, which we call Adjac&reyt matrix
(denoted asAG). As a summary, AR = {AR[i|[j]}mxn, (1 < i < m,1 < j < n), and
AG = {AG[j][i]}nxm, (1 < j < n,1 < i < m), wherem is the number of processes and

n 1S the number of resources, and where

ARJil[j] = ! AG[j][i] = "
0 otherwise, and 0 otherwise.

There are some particular properties in the two matriceprdtessp; is a sink node in a
RAG, thei' row in AR contains all zeros. Furthermore, according to assumpiigpne@ach row

in AR contains at most one 1. By assumption (i), each rowA@contains at most one 1.

C. A Classification of Resource Events

Critical to our algorithm is a classification of all possibieeats relevant to resource allocation.
We first categorize all events into three types, each of wisden further classified to cover

all possible scenarios. The three types of eventgyeaated resource requedblocked resource
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requestand resource releaseNote that we form each class if all scenarios in the classireq
the same operations for updating information on reachahlerde.

Let us look atgranted resource requestgst. For a resource (say;) to be assigned to a
process (say;), ¢; has to be available ang;, be an active process before the resource grant
occurs. Becausg; contains only one unit and the system is in an expedient, taide ¢; in
the RAG can have neither incoming edges nor outgoing edgeszdver, nodep; cannot have
outgoing edges, either, but may have incoming edges. Sinigegp changes its reachable sink,

there is only one class of grant scenarios, shown in Figure 1.

class ID before request after request  representative scenar

() (9 Before resource grant
N P may or may not
grant i % G have incoming edge:

Fig. 1. One class of scenarios gfanted resource requests

Next, let us look atblocked resource request8/hen proces9; is blocked for requesting
resourcey;, p; has to be an active process before requesfingrhus, nodep; does not have
outgoing edges before requestipg However, becausg; may have obtained other resources,
nodep, may have incoming edges. Furthermore, since resogrig not available at the time
whenp; requestsg;, nodeg; has one outgoing edge. Because there may already be othespesc
blocked for requesting;, nodeg; may have incoming edges before the request. Taking these
circumstances into account, two classes are formed, atrdbed in Figure 2.

class ID before request after request representative scenario
) (‘ ) Before request blocked

(s quest
block (i) q [» g -» P has noincoming edge
G; may or may not

have incoming edges.

\4 (\k) \14 (ﬁk) Before request blocked

block (ii) \> q [» q [» P. has incoming edges

g, may or may not
have incoming edges.

Fig. 2. Two classes of scenarios lobcked resource requests

Lastly, let us look atesource releasevents. Only an active process (ggycan release one of

its possessed resources (ggyonce it no longer needg. Hencep; has no outgoing edges. For
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released resourag, nodeg; certainly has an outgoing edge ipbefore the release. Depending
on whether or not; has incoming edges (i.e., whether or not some processesonaif before

the release, two different sets of operations for updatiigrmation on reachable sink nodes
are needed. Hence, two classes for resource release everitsraed, as depicted in Figure 3.

In either classp;, may have only one incoming edge frogn before the release, or more than
one incoming edges. In class release ¢j)does not have any incoming edges. In class release
(i), ¢; may have one or more incoming edges (from processes waibing;¥. Moreover, in
class release (ii), the process (gaythatg; is granted to after the release may or may not have
incoming edges. However, all these scenarios can be ddaltie same operations required for

updating information on reachable sink nodes.

class ID before release after release representative scenario
( \) ( \4 Before resource released
P may have one or more
release (i) . incoming edges;
Before resource released

; has no incoming edges
\L (\‘ P may have one or more
\4 (\‘ ( \ incoming edges;
lease (“) g, may have one or more
re incoming edges;

(\) P, may or may not

have incoming edges.
After releasef; is assigned ifp

Fig. 3. Two classes of scenarios relsource releasevents.

Immediately after each event, the algorithm first detersimbich aforementioned class an
event belongs to, and then performs a set of operations éosplcific class described in Table

| to update information on reachable sink nodes.

TABLE |
OPERATIONS FOR EACH CLASS OF RESOURCE ALLOCATION SCENARIOS

class of
scenarios
grant vs(qj) = pi; no change for other resources.
block (i) no change in reachable sink nodes.
block (il resources 9@)7:’8 sub-tree _before the request
change their reachable sink nodesyidg;).
release (i) | ¢; now has no reachable sink node; no change for other resources
after the release, only resources @fs subtree (includingy;)
change their reachable sink nodespto

operations w.r.t. any change in sink nodes

release (ii)
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D. A New O(1) Parallel Deadlock Detection Algorithm

It is observed that as long as we know, for each resource mddeh sink node can be reached
via a path starting from the resource node, deadlock can teetdd inO(1) time [2], [12]. Note
that according to Assumption 2, only a process can be a simks,Twe use a sink node to refer
to a sink process node. The reachable sink node of a resaage;f is p; if and only if p; is
a sink node and there exists a path frgpto p;. If the reachable sink node for a resource (say
¢;) is known to bep;, we know that a cycle forms whep requestsg; [2], [12]. The same
idea to find cycles in a RAG was adopted in Kim’s algorithm [2Hayur previous work [12].
However, with this deadlock detection approach, the rdalersink node of each resource has to
be re-computed every time a new resource event occurs sthéhaew information will be used
for next deadlock detection invocation. The re-computatibreachable sink nodes has run-time
complexity of O(m + n) in [2] and O(min(m,n)) in [12]. This overhead makes the overall
run-time complexity of either of the previous algorithmst @(1) even though the detection
only takesO(1) time. On the contrary, the algorithm presented in this kertis able to make
the run-time complexity of the re-computation of reachadik nodes?)(1) as well. Hence, the
run-time complexity of the entire algorithm is trul(1).

To implement the operations described in Table |, the pregadgorithm utilizes a matrix
called Sink to keep information on the reachable sink nodedl oesources. Moreover, for class
release (ii), the algorithm needs to identify resourcesha@msub-tree of the released resource (say
¢;) as well as those on the sub-tree of the process newly acguifi Hence, we use matrices
ReachableResource (or RR in short) and ReachableProcess (orsR&tinto keep information
on what resources and processes are reachable from everyaesrespectively. These three

matrices are defined as follows.

1 if p; is the reachable sink node of,
0 otherwise,

Sink[j][t]nxm = {

. 1 if a path exists from resourag to g or k == j,
RR[j][k]nxn = {

0 otherwise, and

1 if a path exists from resourag to p;,

0 otherwise

RP[j][ilnxm = {
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Before we present the pseudo code of the algorithm, let usifitsiduce some notations.

In this article, matrix[], matrix[i][] and matrix[][j] reér to as “all elements in the matrix,” “all

elements of row: in the matrix,” and “all elements of colump in the matrix,” respectively.
Next, the pseudo code of our parallel deadlock detectioarihgn is presented in Algorithm 1.

Explanation of the algorithm in detail is given in the nexbsection.

ALGORITHM 1 O(1) Parallel Deadlock Detection Algorithm
Part 1: Resource request granteg; (g;)

1 AGJjl[i] < 1 /I ¢; is granted top;.

2 Sink[j][:] < 1 // The reachable sink node gf is nowp;.

3 RP[j]i] « 1/l p; also becomes a reachable procesg,of
4

return

Part 2: Resource request blockep; (q;)

a1

if Sink[j][i] =1 /l'if g;'s reachable sink node js;, deadlock occurs.
6 then deadlock
7 dse
8  ARJi[j] < 1/l p; is now blocked for requesting,.
9 if AG[][i] not all zeros // if p; possesses resources,
/I this event belongs tblock (ii).
10 for all £ wherek «— 1 to n /l in parallel for all resources(}(1))
11 do if Sink[k][i] = 1 // For all the resources
/I that belong to the sub-tree ¢f, their sink node are now set
I to g;'s; their corresponding rows in RR and RP incluggés.

12 then Sink[k][] < Sink[j][] // parallel bitwise row copy
/I'in hardware inO(1) (multi-level parallelism)

13 RRIK][]"” — RRIK][]*"* V RR[j][

14 RP[K][|"*" « RP[K][”* v RP[j][

/I parallel bitwise OR in hardware (multi-level parallelism)
15 return

Part 3: Resource releasef, q;, p:)
16 AGJj][é] < 0 /] p; has released;.
17 if ARJ[][4] contains all zerod/ if no process is waiting for;,
/I this event belongs teelease (i)
18 then Sink[j][¢] < 0 // ¢; is isolated,;
/I thus ¢; does not have a sink node.
19 RPj][i] < 0/l p; is not ag;'s reachable process node, either.

20 ese /l Any process is waiting for;; this event belongs teelease (ii)
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21 AGJ[jl[t] < 1; ARJt][j] < 0 /] g; is now granted tgs.
22 NewSink[]ixm < [000...1...00] wheret'" element isl
/Il representing new sink;.
23 for all kK wherek <— 1 to n // in parallel for all resources(((1))
24 do if RR[k][j] =1 /] Forg; and its sub-tree resources,
25 then Sink[k][] — NewSink[]; RP[k][i] — 0
/I their sink nodes are now set o andp; is no longer reachable.
26 if RP[k][t] =1 /I For p,'s sub-tree resources that were able
/l to reachg;, g; is no longer reachable after the release.
27 RRIk][j] < 0
28 else // For g;'s sub-tree resources that were not reachable
/I to p:, p+ becomes reachable after the release.
29 RPK]t] < 1
30 return

*\/ denotes bitwise OR logical operation.

E. Explanation of the Algorithm with a Simple Example

To explain in detail how the algorithm works, we introduces tfollowing example. The
example system consists of three processes, denoted thyoughps, and three resources with
each having one unit, denoted by throughgs. The RAGs of the example system at different
moments are shown in Figure 4. Each event (i.e., granteduresaequest, blocked resource
request or resource release) changes the RAG from one momém inext moment (e.gty
to t1; to to t3). At each new moment, Algorithm 1 is invoked. In the follogjnwe will show
what event occurs, how Algorithm 1 is used for deadlock deteat moment; to ¢, and how

reachable sink node information is computed at each moment.

N ®—[a}—~® N ®)-—4] H
ﬁ>ﬁ>
(a) at moment, (b) at momentt; (c) at moment, (d) at momentts (e) at moment,
Fig. 4. A sequence of transitions of resource allocation in the examplensydlote that, < t1 < t2 < t3 < ta4.
We assume that Figure 4(a) shows the initial state of theesysit moment,. The values of
AR, AG, Sink and RR as well asRP at momentt, are listed in Figure 5Sink signifies that
both ¢;’'s and ¢5’s sink nodes arg;, and¢,’s sink node isp;. RP indicates that each resource

can only reach the process to which this resource is granedRP = AG).
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Q| 92| 9 ‘ l P1 | P2 | D3 P1 | P2 | Ps IR PRNE] P | P2 | Ps
p | 0]0]0 @ 1/0]0 @|1/0|0 @ |1/0|0 @ |1[0]|0
pp| 0|00 @[ 0[0]1 | 0]|0|1 | 0[1]0 | 0]0]1
ps| O[O0 ‘ ‘ ¢ 1[0]0 | 1[0|0 g | 001 | 1[0]0
(@) AR (b) AG (c) Sink (d) RR (e) RP

Fig. 5. Matrix values at momerit.

Then, at moment,;, p, requestsg; that is not available and thys is blocked (see Figure 4(b)).
Because the request is block&ayt 2 of Algorithm 1 is invoked. In line 5Sink[1][2]" is checked
first. SinceSink[1][2]" is 0, this request does not cause deadlock. This decisi@s ¢k ) run-
time. Then, in line 8, we updatd R[2][1] to 1 to record this new blocked request. Singe
has been granted no resources (H&:[][2]% = [000]T), this event belongs to clasdock (i) (see
Figure 2). As an effect, th#& condition in line 9 becomes false, and thus matrices othrer #R
do not change. The algorithm finishes its computation onehent. The values of the matrices

after moment; are listed in Figure 6.

Q|92 | g3 P1 | P2 | D3 P | P2 | P3 Q|92 | g3 P1| P2 | D3
pp|0]0]0 | 1][0]0 a|1]0]0 ¢|1]0]0 ¢ |1][0]0
pp| 10| 0 | 0[0]1 | 0]0|1 | 0[1]0 | 0[0]1
ps| 0|00 | 1][0]0 | 1][0/|0 /001 | 1][0]0
(@) AR (b) AG (©) Sink (d) RR (€) RP

Fig. 6. Matrix values at momer .

At momentt,, p3 requestsy; and is blocked (see Figure 4(c)). Thiart 2 of Algorithm 1
is invoked. No deadlock is detected becawsek[1][3]"* is 0. Sinceps has an incoming edge
from ¢ (i.e., AG[2][3]"* = 1), this event belongs to classock (ii) (see Figure 2). Thus, thé
condition in line 9 becomes true, and lines 10 to 14 are erecBecause&ink[|[3] is [010]7,
only the case of = 2 matters among alt’s. Thus, in lines 12 to 14k = 2 as well asj = 1.
Hence, firstly thel*! row of Sink is copied into the2" row of Sink. In hardware, copying all
elements of a row can be performed simultaneously so thatdpe takesD(1) time. Secondly,
the 2"¢ row of RR (RP) is combined with the ** row of RR (RP) using bitwise OR operation,
and the2"? row is updated with the result. Once again, the OR operati@iween all pairs of
elements are performed simultaneously in hardware, whgshlts inO(1) time. The new values

of the matrices are listed in Figure 7.

Q| 92 | 93 P1 | P2 | Ps P1 | P2 | Ps VIR PR NE] P1 | P2 | P3
m|0[0]O0 ¢a|1/0]0 | 1]0/|0 | 1/0]0 | 1][0]0
p|110]0 @[ 0[0]1 | 1]0|0 | 1/1]|0 @|1]0]1
ps|1/0]0 | 1][0]0 | 1[0]0 | 0|01 | 1[0]0
(@) AR (b) AG () Sink (d) RR (e) RP

Fig. 7. Matrix values at momerit.
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At momentts, p; releases;;, which is granted tg, (see Figure 4(d))Part 3 of Algorithm
1 is invoked where = 1, j = 1 andt = 2. Becausey, is no longer granted tp,, AG[1][1]*
is assigned with 0. According to our classification, thisrgveelongs to classelease (ii)(see
Figure 3). In line 17, sincedR[][1]*2 ([011]") contains two ones, lines 21 to 29 are executed.
In line 21, AG[1][2]** is assigned with 1 andlR[2][1]"* with O becausey, is now granted to
po. After this event, every resource node whose reachableiresmodes includeg before the
release is no longer reachableptoand needs to change its reachable sink node tdine 25).
Parallelized bitwise assignment is leveraged to make thiki-®lement assignmer®(1) time.
In addition, before the releasg, and ¢, were ong;’s sub-tree but nop,’s (i.e., skipping lines
26 and 27, but executing lines 28 and 29). Tha#[1][2]** and RP[2][2]*® now become ones,
indicatingp, also accounts for a reachable process nodg @fs well asg,. The new values of

the matrices are listed in Figure 8.

g3 P1 | P2 | P3
pi| 0|0 ¢ q 0 | 0[1]0
p2[ 0|0 [ 723 0 ¢ 0]1]1
ps | 110 110 a3 1 g3/ 1/0]0

(a) AR (b) AG (c) Sink (d) RR (e) RP

Q1 | 92

-
>
=

4}
@ |1
¢ |1
g | O

o|o|F

o|o|o|F

o|r|od

ok r[F

o|o|olg

ol
O | O
R o|o|®

Fig. 8. Matrix values at momeri.

At momentt,, processp, requests resourcg and is blocked (see Figure 4(ePart 2 of
Algorithm 1 is invoked. Becausgink[2][2]" is 1, which signifies thap, is ¢»'s reachable sink
node before the request, Algorithm 1 detects deadlock m @inlt is becauses’s request for
¢» forms a cycle in the RAG. Equivalently, deadlock occurs in slgstem.

Through this example, it can be seen that bitwise matrix atpers for each of matrices
Sink, RR and RP require a separate set 6f(n) processing units, where is the number of
resources. In such a way, not only the detection but alsodhgatation of reachable sink nodes
can be completed id(1) time in hardware. Proofs of the correctness and run-timepbexity

of Algorithm 1 are presented in [11].

V. EXPERIMENTATION AND RESULTS
A. Target System and Simulation Environment

To demonstrate the correctness and run-time of the propalgedithm, we implement it in
Verilog HDL, which we call O(1) Hardware Deadlock Detectidnit (OHDDU), and integrate it
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with a simulated multiprocessor computer system. The praltiessor system contains five Mo-
torola MPC755 processors, on which five procesges (., ps) run (one process per processor
for simplicity). It also has SRAM memory of 256MB and four dummesources, ..., q).
These dummy devices count the specified time (set by the aadfwafter they are granted
and interrupt the corresponding processor where a process the resource when a preset
time elapses. Thus, it is sufficient to use these dummy reesuio simulate various deadlock
scenarios in the system. All components, except the proceasid SRAMs, are implemented in
Verilog HDL. The application is written in the C language araimpiled using a PowerPC-GCC
cross-compiler. We use Atalanta RTOS version 0.3 [9], aegshatemory multiprocessor RTOS,
to manage processes and resources. In order to simulatenaultprocessor architecture with
the multiprocessor operating system, we use Mentor Graféamless [4] aided by ModelSim
for hardware simulation and XRAY for software debugging. W&ause the Mentor Graphics
ASIC Design Kit 3.0 [5] with TSMC .25:m standard cell library [10] to synthesize a 5x4 (i.e.,
for 5 processes and 4 resources) OHDDU. The area of a synglesk4 OHDDU is 1096 units,

each of which is equivalent to a minimum-sized two-input NANate in the library.

B. Simulation and Its Results

We simulated a series of resource allocation events listethble I, which covers all three
types of resource events (simulation of more complicateimptes is presented in [11]). First,
we measured how many clock cycles the algorithm takes toledaeavhether or not deadlock
occurs when a process is blocked for a request (lines 5 to 8gufridhm 1). Then, we measured
how many clock cycles the algorithm takes to compute thehaale sink nodes for all resources
after each event. Our simulation shows that deadlock detecdt needed, takes always 2 cycles,
and the computation of reachable sink nodes for all ressui@ees at most 2 cycles. In cases
of events 4 and 9, because the algorithm only needs to updatiexmd R but no others, the
computation takes 1 cycle for such events. In case of evenddddlock is detected in 2 cycles.
After event 11, we assume that some deadlock recovery scheoaaried out, and thus, there

is no immediate re-computation of reachable sink nodes.

V. CONCLUSION

A parallel, hardware-oriented deadlock detection alpamisuitable for Multiprocessor System-

on-Chips (MPSo0Cs) is presented in this article. During thesphat detection preparation, the
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TABLE I
SIMULATED RESOURCE EVENTS IN THE TIMING ORDER

detection preparation
sequence events
clock cycles clock cycles
1 p1 requestsy;, ¢; granted top; NA 2
2 p3 requestsy, ¢» granted top; NA 2
3 p1 requestsys, ¢z granted top, NA 2
4 py requestsy;, blocked 2 (no deadlock) 1
5 ps requests;;, blocked 2 (no deadlock) 2
6 p1 releases;; andg; granted top, | NA 2
7 ps requestsyy, g4 granted tops NA 2
8 ps releasesyy NA 2
9 ps requestsys, blocked 2 (no deadlock) 1
10 p1 requestsy,, blocked 2 (no deadlock) 2
11 po requestsy;, blocked 2 (deadlock) NA

presented algorithm handles different types of resourceation events differently based on a
classification of all resource allocation events. Furthmemtaking full advantage of hardware
parallelism, the new algorithm is able to complete prepamabperations for every type of event
in O(1) run-time in hardware. Since both detection preparation @etdction itself takeD(1)
run-time, the overall run-time complexity of the presengdgbrithm isO(1). The algorithm can

be easily implemented as a specialized function unit for MBSwith small area overhead.

REFERENCES

[1] R. Holt, “Some deadlock properties of computer systerd&CM Computing Surveysol. 4, no. 3, 1972, pp. 179-196.
[2] J. Kim and K. Koh, “An O(1) time deadlock detection scheme in singlé and single request multiprocess system,”
Proc. IEEE TENCON 911991, pp. 219-223.
[3] T. Leibfried, “A deadlock detection and recovery algorithm using fimenalism of a directed graph matrixOperating
Systems Reviewol. 23, no. 2, 1989, pp. 45-55.
[4] Mentor Graphics, Hardware/Software Co-Verification: Seamlegp;//
www.mentor.com/seamless, visited March 2008.
[5] Mentor Graphics, ASIC Design Kit. http://www.mentor.com/company/hi
ghered/asic/index.cfm, visited March 2008.
[6] R. Rivest, T. Cormen, C. Leiserson and C. Steintroduction to Algorithms, Chapter 22The MIT Press, Cambridge,
Massachusetts, 2nd edition, 2001.
[7] P. Shiu, Y. Tan and V. Mooney, “A novel parallel deadlock deteactédgorithm and architectureProc. CODES 012001,
pp. 73-78.
[8] A. Shoshani and J. E. Coffman, “Detection, prevention andvegofrom deadlocks in multiprocess, multiple resource
systems,” Tech. Report, 80, Princeton University, 1969.
[9] D. Sun, D. Blough and V. Mooney, “Atalanta: A new multiprocessard% kernel for system-on-a-chip applications,”
Tech. Report, GIT-CC-02-19, College of Computing, Georgia Te6822
[10] TSMC, Taiwan Semiconductor Manufacturing Co. Ltd. http://www.tsm
c.com/, visited March 2008.

May 29, 2009 DRAFT



13

[11] X. Xiao and J. Lee, “A parallel deadlock detection algorithm with Og¢&grall run-time complexity and its hardware
implementation,” Tech. Report, TR-ECE-08-02, ECE, |IUPUI, 2008.

[12] X. Xiao and J. Lee, “A novel parallel deadlock detection algorithmd &ardware for multiprocessor system-on-a-chip,”
IEEE Computer Architecture Lettersol. 6, no. 2, Jul-Dec, 2007, pp. 41-44.

May 29, 2009 DRAFT



