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Recon gurable Logic (RL) coprocessors may be a promisingtsmifor hardware acceleration of databases. In
this article, we propose a multicontext, coarse-graine@Regeirable coprocessor Unit (RU) model that is used to
accelerate database operations in hardware for columntedelatabases. We then describe the implementation
of hardware algorithms for the equi-join, non-equi-join a@nderse lookup database operations. Finally, we
evaluate the hardware algorithms using a query that is sitalane of the TPC-H queries. Our results indicate
that the query execution on the proposed RU model is one to tder® of magnitude faster than the software
only query execution.

Categories and Subject Descriptors: H.2r6drmation Technology and System§ Database machines; H.4.0
[Information Systems Applicationg: General; C.1.3Computer Systems Organizatiofl: General—System
architectures, integration and modeling

General Terms: Coarse—grained FPGAs, Databases, Vectdidzabase algorithms
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1. INTRODUCTION

Recon gurable Logic (RL) coprocessors such as Field Prognable Gate Arrays (FP-
GAs) are increasingly being used as Commodity-Off-TheHS#OTS) coprocessors for
hardware based acceleration of scienti ¢ applicationghHierformance computing plat-
forms such as [DS1000 2008; CrayXT5 2008; XD1000 2008] irsteegmultiple processor
cores and socket compatible recon gurable logic copramesen a single motherboard.
Such machines have been widely used in a variety of high pedioce scienti ¢ applica-
tions such as digital Itering, cryptography, simulationdatext searching amongst other
applications to obtain speedups of about 10-100X [GokhadeGraham 2005].

As opposed to the scienti c computation community that haerdy embraced hardware
accelerators such as FPGAs, the database community hatylahied away from using
hardware solutions to accelerate databases [Boral and tD&9@9]. Although hardware
solutions to database acceleration (popularly calledodata machines) were actively re-
searched in the late 1970s and 1980s, the idea of databab&esmwas mostly abandoned
due to the limitations of hardware technology at that timiee Thain arguments against the
use of database machines at that time were as follows:

(1) Intelligent disk controllers and lters Early designs combined intelligent disk con-
trollers and non-standard memory technologies [LipovEki& Banerjee and Hsiao
1978]. The main aim of these machines was to perform initiedring operations
such as projections (or the SELECT operations) on the datsept in the disk and
pass this ltered, reduced data for further processing. i@y, as these systems were
designed to overcome the predominant disk I/O bottlendeise approaches failed
to provide comprehensive solutions to the common commitasive database algo-
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rithms such as joins and sorting [Boral and DeWitt 1989].tikemmore, these database
machines used expensive, non-conventional storage mediuch as Charge Coupled
Devices (CCDs) and bubble memories that were never ablepplant traditional
hard-disk drives. Since, these solutions targetted madiak access faster, main
memory remained the bottleneck to the performance of thatsbdse machines. On
the other hand, recent high performance machines such dO[IS2008; CrayXT5
2008; XD1000 2008] are aimed to overcome the memory bottlety providing
Direct Memory Access (DMA) to DRAM main memories over potatpoint inter-
connects like HyperTransport [2008].

(2) Cost of developmentDatabase machines of 1970s and 1980s employed sophisti-

cated, special purpose hardware. This required specigrdésols that increased
the overall design time and hence the corresponding cost\afldpment [Boral and
DeWitt 1989]. Furthermore, once the designs were fabritatbanges in the de-
sign were dif cult to carry out. On the other hand, Field Pragpmable Gate Arrays
(FPGASs) are RL coprocessors that can be dynamically reanogred an unlimited
number of times to run different hardware and hardwarefsot codesigned algo-
rithms with speedups reported of two to three orders of madaias compared to
equivalent software algorithms [Gokhale and Graham 2005ddition, industry de-
velopments such as opening up of the processor-procesg@racessor-coprocessor
HyperTranspoftM interconnect [HyperTransport 2008] have enabled seveR@A
vendors to integrate FPGASs as custom coprocessors on dmgxisotherboard via
a HyperTransport slot [RCHTX 2008] or even existing proocessockets [DS1000
2008; CrayXT5 2008; XD1000 2008]. Moreover, maturation dadelopment of au-
tomated HDL generation tools, automated C-to-FPGA cortipitatools [Handel-C
2008; ImpulseC 2008; Franke and Purvis 1991; Gokhale et 080;2Grattan et al.
2002], coprocessor communication interfaces, commuitand recon guration li-
braries with Application Program Interfaces (APIs) for F°Goprocessors [DS1000
2008; CrayXT5 2008; XD1000 2008] have begun to make FPGAf/eaxessible to
the general software development community at large.

As a result, FPGAs no longer suffer from the aforementiommddtions that plagued
database machines. Although we do not claim that reconlgjeraoprocessors are the
silver bullet to accelerating databases, we do claim thet tifer a promising alternative
to hardware acceleration of databases. Hence, it becorsestig to investigate the issues
involved in using recon gurable coprocessors as hardwatelthse accelerators.

1.1 Research Issues And Corresponding Previous Work

This section outlines the research issues involved in usiogn gurable coprocessors as
hardware database accelerators. We further discuss #tedgirevious work and outline
the solutions developed in this article.

1.1.1 Relation Between Database Storage Model And Hardware imgahéations. In
databases, the primary data structure is a relation (ce)tétmt consists of records (tuples).
Each tuple is composed of attributes stored in the elds eftdble. Traditional databases
used row-oriented Flattened Storage Model (FSM) (alsedaihe Normalized Storage
Model (NSM) as shown in Figure 1) [Valduriez et al. 1986]. $&anodels store tuple
data as byte sequence. Concatenated byte sequences mefiteselation/table and are
stored in a database le with holes in them to accommodateéutpdates. This model is
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more suitable for On-Line Transaction Processing (OLTRJiagtions, where a signi cant
portion of queries involve updates that access most of thenuts of several database
rows. However, research has shown that this model is not fde®n-Line Analytical
Processing (OLAP) applications [Boncz 2002] where mosthefdqueries are read-only,
involve scanning the entire tables while accessing onlyweci@dumns.

Furthermore, OLAP queries display low selectivity amorigptes and attributes [Aila-
maki et al. 1999]. If a row-oriented NSM/FSM is used, befdre project phase of the re-
lational operator tree, tuples are cached-in and cacheddttuunnecessary, un-projected
column data. If there are many tuples with large record sthese are larger L2 data cache
misses. Moreover, interference due to L2 cache misses nsait ie a higher number of
L1 cache misses. As a result, there has been a growing ihieresing the column-
oriented Decomposed Storage Model (DSM) (also known asvértical fragmentation
of data) [Boncz 2002] as the physical storage model. In DSth edtribute of am-ary
relation is represented byDSM binary relations (also called Binary Association Table
(BATSs)) consisting of surrogates of conceptual schema hadttual attribute values. In
DSM, only the columns involved in the database queries avadt into the main mem-
ory and then to the cache. This results in reduced L1 and LRecatsses as compared to
row-oriented databases.

Figure 1 shows a simple example of how a relatiEmployeg&consisting of three at-
tribute values namely, alb, Ageand Nameare stored in the normalized as well as the
decomposed storage model. Arguably, if the OID column isest@xplicitly, then there
would be an increase in the memory storage requirementg staling the BATs. How-
ever, column-oriented databases such as MonetDB [Bonc2] 20@rcome this limitation
by adding special support for densely ascending OIDs in d¢nen fof virtual-OIDs (or
VOIDs) such as those shown in Figure 1. In the case of VOIDsatttual BATs do not
explicitly store the OID column at the physical level. Onhetattribute values are stored
as unary tables and individual attribute values can be aedassing array indexing where
each element can be accessed as an offset to the rst element.

Researchers such as Kung et al. [1980], Merett [1983] and12®1] have attempted
to provide hardware accelerators for database systems.eWowtheir approaches were
limited in the following ways. Kung et al. [1980] providedtdéed explanation on the
implementation of various database algorithms such as,jesmlect (or project operator),
unions and difference operators using VLSI arrays. Howebeir approach assumed a
normalized storage model. This required that their VLSapsize had to be designed to
support the maximum number of attributes that any tabkticel can have in the database.
This limitation is not feasible in databases since a ratatian have any number of at-
tributes. In addition, the number of attributes of a relatian be changed by the database
administrator. Moreover, their approach required exptiontrol over the arrival time of
each attribute in a tuple to the processing cell of the VL$&&ar However, they did not
provide the design of the control unit responsible for colfitrg the arrival time of tuple
attribute at the processing cell. Research done by Mer@83lland Lee et al. [1991]
overcame this limitation using a tuple controller/sequendiowever, their designs also
assumed that data is stored as per the normalized storags.nitais, each data-tuple is
brought completely into the database coprocessor and thegcassary data is projected
out. This causes I/O bandwidth to be unnecessarily wastedhé&rmore, their designs
required a special purpose hardware such as the resequbate&rould resequence and
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Fig. 1: Normalized storage model versus decomposed stonadel.

assemble the intermediate results back into the normadimedge model.

As opposed to these previous approaches, we describe tiyn ddésa coarse-grained
FPGA coprocessor that executes database algorithms femoebriented databases. As
column-oriented database operators process binaryae$afbr BATS), our approach is
much simpler to implement and does not require sophisticeiteuitry such as the rese-
guencer used in [Merrett 1983; Lee et al. 1991];

1.1.2 Implementation Of Hardware Database Algorithm3he binary relations (or
BATSs) of column-oriented databases are similar in strigctarthe densely packed matri-
ces commonly found in high performance computing. Henckriiguies similar to ma-
trix compression [Willcock and Lumsdaine 2006] and veated matrix operations [Shah-
bahrami et al. 2005] nd equivalents in column-orientedadetses. Research has shown
that optimizations such as column compression and veetbgmery processing contribute
signi cantly to the performance of column-oriented datsém[Abadi et al. 2008; Kung
and Lehman 2007].

Vectorized query processing involves creating a pipelihdatabase operators as pre-
scribed by the query plan. The input data tables/relatiomsheen passed through the oper-
ator pipeline to produce output data tables/relationstheéumore, each database operator
in the pipeline executes vectorized Single Instructiontidié Data (SIMD) computation
on the input database tables. Such a processing patterfréadyabeen explored in FP-
GAs. FPGAs have been used to perform SIMD operations fotadigjignal processing and
image processing before as shown in [Gokhale and Graham 28@fya and Lee 2007].
Arguably, column-wise processing allows for full SIMD-tizan of database operators and
eliminates branch misprediction stalls. This is becausgnoo algebras carry out one ba-
sic database operation on all values of a column sequantMireover, column-oriented
database algebra operators have array-loop intensivepadtigns that can often be easily
translated to SIMD execution on an FPGA. Additionally, eoh+wise execution lessens
the performance impact of branches caused by the queryralgebrpreter, as interpreta-
tion decisions are made for whole columns, rather than suple

In the past, other researchers have explored a few novabakdacoprocessing accel-
erators using network processors [Ailamaki et al. 2006ttameinstructions in proces-
sors [Zhou and Ross 2002] and graphics processors [Sun2008]. Network processors
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offer multiple execution contexts (or micro-engines) foncurrent processing with low
thread switching overhead. As a result, speedups of 1.2)Xtar@ reported for various
database operations [Ailamaki et al. 2006]. Graphics agssing units are popular in Ge-
ographic Information System (GIS) research as they offerrnonly used functions such
as polygon overlapping directly in hardware [Sun et al. 30B&searchers have also used
the SIMD vector instructions [Ailamaki et al. 2006; AMD 20a8 perform multiple com-
parisons in parallel to accelerate databases. Howeveifytilemental limitation of using
such coprocessors is the limited amount of functional wavigslable to them. For example,
Intel and AMD SIMD vector instructions can only process fdata items concurrently in
one clock cycle [Ailamaki et al. 2006; AMD 2008]. Similarkyetwork processors such as
Intel IXP2400 offer limited (in this case eight) executiamtexts [Ailamaki et al. 2006].

Arguably, it is possible to create Application Speci ¢ Igtated Circuit (ASIC) copro-
cessors that offer more concurrent execution facilitiesweler, it is bene cial to over-
come this limitation with existing, well-validated copessing fabrics such as FPGAs that
can offer hundreds of such parallel functional units. Femthore, concepts such as pipelin-
ing and operator-level parallelism can be easily implem@im hardware. Hence, FPGAs
provide an opportunity for implementing the parallel datsdy operations for database ac-
celeration. Moreover, FPGAs can be dynamically programfoedny speci ed function
and have well-developed programmer support tools. They, do not suffer the limita-
tions faced by previous efforts for leveraging hardwaredatabase acceleration [Boral
and DeWitt 1989]. Although attempts have been made to impigrsome database oper-
ators/functions in hardware [Xiao et al. 2008; Diniz andkP2003; Leung et al. 1999],
to the best of the our knowledge, multicontext coarse-g&iRPGAs have never been
explored as database accelerators. In this article, we nlemate how common database
algorithms such as equi-joins, non-equi-joins and invésekup are converted to SIMD-
like execution on a coarse-grained recon gurable FPGA.

1.1.3 System Architecture And Associated Research Isskagure 2 shows the over-
all system architecture of low-end high performance coimgunachines such as [DS1000
2008; CrayXT5 2008; XD1000 2008]. These machines consiatprbcessor and a recon-
gurable logic coprocessor (such as FPGA) each accessiogtatisB of their own local
memory. Additionally, the FPGAs may also have DMA cores tzat access remote mem-
ory (i.e., memory local to the processor) using low-lateand high bandwidth point-to-
point interconnects such as HyperTransport [2008]. Higti{eigh performance comput-
ing machines may contain multiple processors and multipi& /& coprocessors [DS2004
2008].

There are several research questions associated in usihgsthitectures as database
machines. The rst research question is the partitionindaif tables across the two mem-
ories. If the recon gurable FPGAs perform faster than thetharocessor for database
algorithms, one can envision that the “hot' tables (i.ee, tibles that are accessed fre-
guently) are placed in the coprocessor memory to reducesadticee. Furthermore, query
planners and optimizers should be constructed to deterwiirem entire or partial query
plans can be migrated and executed on the coprocessor wgenRresearch shows that
a text searching algorithm using n-gram text-searchingroRRGA performs about 17X
faster than software only algorithms [Gokhale et al. 200@hewhen the FPGA accesses
remote memory over HyperTransport. This indicates that AP @ight also show sig-
ni cant promise as recon gurable database acceleratorthoigh the aforementioned
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Fig. 2: System architecture of high-performance FPGA erthbiachines.

research issues are quite compelling and should be studidds article we assume that
the frequently used tables are moved to the Recon gurabtgd @RL) coprocessor mem-

ory to reduce cost of data access. Moreover, our goal in thideais to demonstrate the

hardware implementations of database algorithms on repgable coprocessors. Hence,
we postpone the research of the impact of system archieeotudatabase query planning
and optimization to our future work.

1.1.4 Cost Of Recon guration. There is an additional limitation to consider when
using FPGAs as database accelerators. Incorporating iamgevare algorithms in a sin-
gle FPGA may not be possible due to limited hardware ressurt¢tence, there might
be a need to multiplex a single FPGA device with multiple gk con gurations using
partial/complete FPGA recon guration [Gokhale and Grahzp85]. Commodity Recon-
gurable Logic (RL) coprocessors namely FPGAs are ne-geal devices consisting of
a large number of small, simple Con gurable Logic Blocks &) [Virtex4 2008; Vir-
tex5 2008]. As a result, a large con guration data is requiite con gure ne-grained
FPGAs. As con guration time is a proportional function oktkize of the con guration
data, ne-grained FPGAs have relatively long con guratiimes running in the range of
several milliseconds [Virtex4 2008; Gokhale and Grahamb520&cienti ¢ applications
that successfully utilize ne-grained FPGAs amortize thghhcost of con guration by
mapping a long-running computation to the FPGAs [Gokhate@raham 2005]. Usually,
this long-running computation is application speci c asdlesigned in a way to minimize
the number of times the FPGA device is recon gured. Howeglatabases contain many
medium and short running database operators. It would bde ciohbersome and time-
consuming if the ne-grained FPGAs are recon gured ofterei@cute multiple database
operators.

On the contrary, coarse-grained FPGAs [Mirsky and DeHor6]LB8ve shorter con gu-
ration times and provide an alternative to ne-grained FRG@r applications that contain
many medium and short running functions. Coarse-grain€al4sPare made up of a small
number of ALU-like functional units. The data required tonaure a smaller number of
functional units is small, and thus, the con guration tinog §uch coarse-grained FPGAs
is shorter than that for ne-grained FPGAs. Moreover, thetaaf con guration can be
hidden from applications by using multicontext coarsergrd FPGAs [Vaidya and Lee
2007; Mirsky and DeHon 2003]. Multicontext FPGAs store afetlevice con gura-
tion data or contexts in the context memory. A context regmesthe con guration data
required to con gure the coarse-grained FPGA to perform speci ¢ hardware func-
tion. Coarse-grained FPGAs can switch between these hezdwatexts in essentially one
clock cycle to perform multi-tasking at the FPGA hardwarele Furthermore, other con-
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texts for the coarse-grained FPGAs can be loaded while thseeyrained FPGA is per-
forming computation with the active context. Thus, the aguration cost of the multicon-
text coarse-grained FPGA can be hidden from applicationsltidédntext coarse-grained
FPGAs are promising coprocessors for future high perfoneaomputing machines that
execute many medium and short running functions. As integraf ne-grained FPGAs
on existing motherboards has already been demonstratée icommodity multiproces-
sor platforms from [DS1000 2008; CrayXT5 2008; XD1000 2QG8Bis also possible to
follow a similar approach to integrate coarse-grained FB@® existing motherboards to
create multiprocessor computing systems with severaliconltext coarse-grained FPGA
coprocessors.

Applications such as databases can be accelerated usgegthticontext coarse-grain-
ed FPGAs as a customizable data-path engine. Howeverpoi@iing large data-paths
into a single context of FPGA may be constrained due to lidriterdware resources. Mul-
ticontext coarse-grained FPGAs overcome this limitatipipartitioning larger data-paths
into multiple contexts. Each context then executes a secfithe larger data-path. In this
article, we have used this approach where a single datalpasator such as join is multi-
plexed across two contexts. The rst context streams thatdese tuples from the rsttable
into the RL coprocessor engine. The second context thearsgr¢he tuples from the sec-
ond database table into the RL coprocessor engine, sinedltesty performing predicate
comparisons and joins between the two tables.

This article is organized as follows. Section 2 provides dkerview of architecture
of our coarse-grained Recon gurable coprocessor Unit (Rdylel. Section 3 provides an
overview of the full-system simulator we extended with anRtdel to study the hardware
database algorithms. We also discuss the bitstream geneeateloped and used in this
work to generate custom bitstreams for the database digwsit Section 4 describes the
pseudo-code of the algorithms and explains how these #igusiare implemented on
the RU. Finally Section 5 describes the experimental resanid Section 6 presents the
conclusion.

2. OVERVIEW OF THE RECONFIGURABLE COPROCESSOR UNIT

In this section, we rst explain the detailed architectufehe proposed multicontext, re-
con gurable coarse-grained coprocessor unit (RU). We tigplain brie y the host mi-
croprocessor model and then illustrate the coupling of tbecBprocessor with the host
microprocessor. We then describe the Atalanta RTOS [Sur.20@2] that was used in
the testing of the proposed hardware-software codesigaatbdse algorithms. Finally, we
describe the driver functions used by the database kerrmertgure and control the RU
coprocessor. These driver functions can also be design@® akevice drivers.

2.1 Coarse-Grained Recon gurable Coprocessor Unit (RU) Mod el

Figure 3 shows the overall architecture of the proposed Rguoable coprocessor Unit
(RU). We have signi cantly extended the RU model we devetbpeour previous work
[Vaidya and Lee 2007] for the proposed hardware implememsiof database operators.
The proposed RU model contains a Recon gurable Logic Cdietr(RLC), Relation Store
(RS) (shown in gray to indicate off-chip memory), Data Dictary (DD), Query Plan
Execution Engine (QPEE), context memory, external memonroller, on-chip input
port FIFOs, on-chip cell output FIFOs and the computatiogires

The proposed RLC has been extended to have three 32-bitarsgimmely the Control
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Fig. 3: Recon gurable coprocessor Unit (RU) architecture.

T

Register (CR), Data Register (DR) and Status Register (Bise registers are memory-
mapped in the host microprocessor memory space. The commegister is written by the
host microprocessor to control the RU unit. Any data relatethe commands is written
by the host processor to the data register. The statuseegst read-only register for the
host processor and re ects the current state of the RU. Tietiions and bit interpretations
of these registers are explained in more detail in Sectién 2.

Our proposed RU model also incorporates an off-chip relasimre that stores input
relations as well as the intermediate result BATs produgetth® execution of the database
operators. This relation store can be the primary datageauait for the entire system or
can be used as a scratch-pad memory for the computatiompeddy the RU.

We have also extended the RU model with speci ¢ modules ferimardware-software
codesigned database algorithms. For example, the Dateiacy (DD) entries describe
the memory allocated to each relation. The DD also contafiesrnation about the relation
ID of the stored relation in RS. The DD can be considered guals to the translation
look-aside buffers in modern processors [Hennessy andrBatt 2002].

Furthermore, we introduce a novel microcode control udiedahe Query Plan Execu-
tion Engine (QPEE). This microcode unit contains the codelrd to execute the con gu-
ration contexts for a speci ed number of cycles and thenmattically switch between the
contexts. We have used the microcode control unit to stae|tiery plan associated with
the execution of the database query.

In our previous work [Vaidya and Lee 2007], the host processal to continuously
monitor the status of the RU unit and send explicit contextdwcommands to the RU
unit. However, for database applications, having the msmecontinuously monitor the
RU unit becomes too cumbersome. As opposed to our previotls W@ host processor
writes the query plan to the QPEE and sends a command to thadriud the query plan
stored in the QPEE. Moreover, as soon as the RU unit nistsesoimputation, it raises an
interrupt to the host processor to indicate that it has eitlcomputation. As a result, the
processor can continue executing asynchronously wittert$p the RU. One can envision
that such a scheme might be useful when the processor canumekecuting portions of

TR-ECE-08-03



Vectorized Database Algorithms Using A Novel Multicontext Coarse-Grained FPGA ¢ 9

the query plan that were not migrated to the RU.

Additionally, our model contains two input port controBesind two input port FIFOs
(one for each input port). The input port controllers geteeraad requests (in the form of
a logical address — {RelationID, Memory Counter}) in orderéad the input tuples from
the relation store. The DD then uses the logical addressrgteueby the input port con-
troller to output an actual physical address of the tuplee &kternal memory controller
reads this actual physical address to perform a read on kugorestore. The input tu-
ples read from the relation store are then queued in the put-1FOs attached to input
ports (IPO and IP1 in Figure 3 and Figure 4). The input portg beread by the cells in
the top row or left column of RUCE. Moreover, the remainingjscenay read the output
tuples produced by their neighboring cells. The cells inRWCE then perform a hard-
ware database operation on the input tuples. Once the @léspgerformed the hardware
database operation, they write the output tuples to theagut FIFOs (one FIFO for each
cell). Additional information such as the relation to whitie output tuples belong is also
stored in the cell output FIFOs. The data dictionary is thesduto generate the physical
address of the location where the output tuples will be emittThese physical addresses
are used by the external memory controller to write the duttgales back to relation store.
The design of the input port controller, data dictionary artérnal memory controller are
described in Section 2.3 and Section 2.4, respectively.

Kindly note that we have assumed that the cell output FIFQkiaput port FIFOs
are large enough so that the cells do not stall while readipgts or writing outputs.
Although this is an interesting research topic, we postghaeliscussion on the effect of
these memory interfacing parameters to our future work.

2.2 Overview Of The RU Computation Engine (RUCE)

Figure 4 shows the overall architecture of the RU Computdfingine (RUCE). The RUCE
consists of an array oh x n processing cells interconnected with each other usingreco
gurable interconnects. This architecture is similar te tecon gurable mesh architecture
described in [Miller et al. 1993]. Each cell is directly cauted to the outputs of north,
north-east, north-west, west and south neighbors. Silpikzch cell is directly connected
to the inputs of its north, east, south, south-west and seasth neighbors. This intercon-
nect scheme is cyclically continued around the array bsrdeurthermore, cells on the
leftmost column and the top row are directly connected tofmorts. As aforementioned,
the output of each cell is directly connected to the cell auEiFOs (shown in Figure 3).

Figure 5 describes the processing core of individual cediduin the RUCE. The in-
puts of the cell are controlled by a pair of input multiplexgfuple Input Mux and
Tuple Input Mug shown in Figure 5). These input multiplexers route the otstfirom
the output register le of its north, north-west, west, fegast neighbors to the internal
Database Processing Core (DPC). For the cells present eftitn@st column and top row,
these multiplexers can additionally route the data preserthe input ports (i.e., IPO and
IP1) to the internal DPC. The control signals of these inputtiplexers are speci ed in
the con guration data.

The outputs of the input multiplexers can additionally ket in the input buffer regis-
ters (shown a3 upleBuf fer and theTuple Buf feg in Figure 5). These buffer registers
are used to temporarily store the output from the input rpigitiers for one clock cycle. A
single-bitEnable Buf feringegister is used to control if the outputs of the input mustip
ers are buffered in the tuple buffers. If temable Buf feringegister is set, the outputs of
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Fig. 4: Structure of computation engine.

the input multiplexers are buffered for one clock cycle. Vakie of thisEnable Bu f fering
register is speci ed in the con guration data.

The internal cell multiplexerdiiternal Cell Mux andlnternal Cell Muxg) are used to
route either the buffered tuple (stored during the previdoask cycle) or the tuple from the
input multiplexers to the inputs of the DPC. This scheme &fulsvhen one of the inputs
to the cell is a buffered tuple while the other input is routren the inputs of the cell. We
have used such a scheme in our join algorithms, when the astext is used to buffer
the (mx n) tuples from the rst input table. The second context is thisad to stream the
tuples from the second table and performx n) parallel joins between the tuples of the
rst table and the second table at every clock cycle. Heregfers to the number of rows
in the RUCE, whilen refers to the number of columns in the RUCE.

The outputs of the internal cell multiplexers are used teedlthe inputs of the DPC.
The DPC is described in more detail in Figure 6. The DPC coatawo ALUs namely
the predicate ALU (shown aBredicate ALUIn Figure 6) and the database ALU (shown
as Database ALUin Figure 6). The inputs to the predicate ALU are controllgdtie
predicate ALU multiplexers (shown &redicate ALU Mux andPredicate ALU Muy in
Figure 6). These multiplexers are used to select the twasealues that are operated
upon by the predicate ALU. The multiplexer can select betwtbe values from the input
tuples as well as the values stored in the two constant ezgi§ionstang andConstant
in Figure 6). The values of these constant registers candx e as part of the con g-
uration data. The predicate ALU is used to perform commathraetic operations such
as ADD, SUBTRACT, MULTIPLY, SHIFT LEFT, SHIFT RIGHT, and cquarison opera-
tions such as LESS THAN, GREATER THAN, EQUALS, LESS THAN OREB&L TO
and GREATER THAN OR EQUAL TO on the two scalar inputs seledtgdhe predicate
ALU multiplexers. The operation performed by the predicaltd) is controlled by a con-
trol register called th€ontrol Registesredicatg ALU- The value of this register is speci ed
in the con guration data.

The output of the predicate ALU is then routed to the inputhef dlatabase ALU. The
database ALU (shown @atabase ALUN Figure 6) is used to execute BAT algebra opera-
tors on the tuples received from the internal cell multiplesx For example, suppose the in-
put to the database ALU consists of two tugig©1D,, ; Valug, g andtyf OIDy, ;Valus,, 0.
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If the database ALU is con gured to perform an “equi-join'asption, the database ALU
will output the f OIDy,; OIDy, g BAT tuple if the predicate ALU indicates thatalug,
is equal to Valug,. The operation performed by the database ALU is controlsidgu
the control register calleGontrol Registasg; a,u. The value of this control register is
speci ed in the con guration data. The DPC also contains latren register (shown as
Relation Registein Figure 6). This relation register contains the ID of théatien to
which the generated output tuple is written. Additionathye database ALU generates a
write-enable signal used to enable writes to the cell oufiEOSs (see connector lab&\'
in Figure 5 and Figure 8).

The output of the database ALU is always buffered in the adubuifer (shown as
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Output Buf ferin Figure 5) for one clock cycle. The output cell multipleXshown as
Output Cell Muxin Figure 5) then selects between the buffered output tupled in the
output buffer and the tuple produced by the DPC accordingeabntrol signal speci ed
as part of the con guration data.

As shown in Figure 5, the cells also contain a register lehvtliree registers namely
RegistefQ], Registefl] andRegistef2]. Registef0] is always written with the BAT tuple
generated by thinternal Cell Mux. This register may be used to stream data from the
cell's left input to the neighboring cells. SimilarlRegistef2] is always written with
the BAT tuple generated biynternal Cell Muxz. This register may be used to stream the
data from the cell's right input to the neighboring celRegistefl] is always written with
output tuple selected by tt@@ut put CellMux Registefl] contains the result of the database
operation performed by the cell during the current cyclenergrevious cycle.

2.3 Input Port Controller

In our experiments, we have used an RU model with two inpusddP0 and IP1 as shown
in Figure 3). Each input port is controlled using an inputtpamtroller. Figure 7 shows
the overall structure of the single input port controlleinelinput port controllers determine
how data is routed from the relation store to the input FIFED®Wn in Figure 3) and then
to the input ports. The port controller contains two cousiteamely, th&€ycleU pCounter
and theCycle DownCounterTheCycle U pCountecounts up from the initial value spec-
i ed as part of the port con guration data, while th@ycle Down Countecounts down
from the initial value speci ed as part of the port con guiat data. There are addition-
ally two constant registers calld®brt Constarg andPort Constant. The values of these
constant registers are speci ed in the con guration dathe port controller contains two
comparators (shown &omparatop andComparatog in Figure 7).Comparatog is used
to compare the output of theycle U p Countemwith the constant stored iRort Constang
while Comparatoi is used to compare the output of tBgcle Down Countewith the
constant stored iRort Constant. These comparators can be con gured to perform com-
parison operations such as LESS THAN, GREATER THAN, EQUALESS THAN OR
EQUAL TO and GREATER THAN OR EQUAL TO on their inputs. The outp of these
comparators are then used to access the four-input Lookablg TLUT). This four-input
LUT is con gured using the con guration data. This four-mpLUT is used to generate
write-enable signals to the DD request scheduler queue.

The input port controller is used to determine not only theérads from where the input
tuples are being read, but it can also be used for ne-graboedol of the number of tuples
read during the execution of a speci ¢ context. For exampyesetting thePortContang
to 16,CycleU pCounteto zero,Comparatog to perform theEQUAL operation and the
four-input LUT value to be 0x2, the port controller can reédiata values from the address
pointed to by relation register and memory counter.

The input port controller has two additional registers nigyrtle relation register and
memory counter register. The relation register is useda@ghe ID of the relation from
which the next input tuple is to be read. The memory countgister stores the relative
address of the tuple being read. These two registers tagetinethe logical address of the
tuple to be read from the relation store. Each port contrtfien queues the read requests
into its own dedicated data dictionary request scheduleugysee connector lab@' in
Figure 7 and Figure 8).
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Fig. 7: Input port controller.
2.4 Data Dictionary, External Memory Controller And Relation Store Memory Interface

Figure 8 describes the memory interfacing between RUCE landft-chip memory (used
as the Relation Store (RS)). Our implementation of the mgrnmterface is similar to the
memory interfacing scheme described in [Heithecker et G032

In this scheme, each input port controller queues its memeay requests to its own
dedicated data dictionary request scheduler queue (seecton label'B' in Figure 7
and Figure 8). Each entry in this queue contains a requesa an input data tuple
from the logical address — {Relation ID, Memory Counter}. ritaermore, each cell of
the RUCE queues the output tuples of the database operdtipagorms into its own
dedicated cell output FIFO (which may also be consideredhasliata dictionary request
scheduler queue, see connector latelin Figure 5 and Figure 8). The data dictionary
request scheduler is a priority based round-robin arbéienifar to the memory controller
outlined in [Heithecker et al. 2003]). The data dictionaeguest scheduler reads the
data dictionary request scheduler queues for write regyest, from cell output FIFOSs)
and read requests (i.e., from the input port controllers) sohedules accesses to the data
dictionary. In our implementation, the cell output reqseste at higher priority than the
input port controller requests. To prevent starvation efdreequests from the input port
controllers, we schedule at least one request from the ippritcontrollers once all the
requests from the cell outputs are satis ed.

The data dictionary request scheduler then activates tteetionary (DD) to perform
address translation. Each DD entry contains a numericiidefghown asRelation IDin
Figure 8) to identify the input relations as well as interiagel output relations. Addition-
ally, each DD entry contains tif&tart AddrandEnd Addr of each relation in the relation
store. The entries in the DD are written by the host processing the driver functions
explained in Section 3.2.

When theRD input signal of the DD is asserted by the data dictionary estjacheduler
(shown in Figure 8), the DD performs a translation from thgidal address (in the form
of {Relation ID, Memory Counter}) to the physical addreshelDD performs a fully as-
sociative look-up to obtain the value stored in 8tart Addr eld of data dictionary entry
whoseRelation ID eld is equal to theRelation IDinput. An internal adder then adds the
Start Addr eld to the value supplied by th&lemory Counteinput to generate the phys-
ical address from which the input tuple is to be read. At threeséime, the DD performs
validation checks to ensure that physical address genktlatss not exceed the end address
of the relation indicated by thRelation IDinput. If it does, the DD generates an external
interrupt to the host CPU to indicate that there is an invatidress exception. The reason
why the RD input signal is associated with the DEtart Addr eld is that the addresses
of the input tuples are always speci ed as offsets with respetheStart Addr eld. For
example, suppose the DD entry contains the following el@snely RelationID= 1,
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Fig. 8: Address translation using Data Dictionary (DD).

Start Addr= 100, End Addr= 300). If the size of a single tuple stored in the relation
store is 4 bytes, then the logical address of the form (Reld = 1, Memory Counter =
2) is translated to the physical address (100 + 4 x 2) = 108.

On the other hand, if th&/ Rinput signal of the DD is asserted, the DD performs a
fully associative look-up to obtain the value stored infEred Addr eld of data dictionary
entry whoseRelation ID eld is equal to theRelation IDinput. The value stored in the
End Addr is then outputted by the DD as the physical address to writ&he outputs of
the data dictionary are then queued into the bank bufferemby the bank scheduler. The
reason why th&V Rinput signal is associated with the DIEnd Addr eld is that, this is
the address where the next output tuple for the relation igemtr For example, suppose
the DD entry contains the following elds namelRélation ID= 1, Start Addr= 100,
End Addr= 300). If the size of a single tuple stored in the relationester4 bytes, then
the next output tuple for (Relation ID = 1) will be written ditet physical address = 300,
and correspondingly thend Addr eld will be updated to point to the physical address
(300 + 4) = 304.

Figure 9 shows the nal step in the memory interfacing of tRédE with the external
memory (see connector label' in Figure 8 and Figure 9). The external memory con-
troller uses schemes such as bank interleaving and requedlity in order to increase
the bandwidth and minimize bus direction switches. Theseepts are explained in more
detail in [Heithecker et al. 2003].

If the external memory controller issues a write requestht® relation store by de-
assertingRD input of the relation store (not to be confused with ®B input signal to
the data dictionary), then output BAT tuple naméI®ID;Valug is written to address
speci ed by thePhysical Addressutput. On the other hand, if the external memory con-
troller issues a read request to the relation store by &sgéineRD input of relation store,
then the BAT tuple speci ed by thBhysical Addressput is read and written out to the
correct input port using a selector switch which is congdlby thePort Na input.

The host processor may request the RLC to write the inititd dactionary entries. To
write the DD entries, the host processor suppliesRetation ID the Start Addr and the
End Addr to the RLC. The RLC then writes these entries to the DD by deriisg the
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Fig. 9: Relation Store (RS).

RLCRDinput signal of the DD (as shown in Figure 8). The host prozesey also request
the RLC to read the DD entries. To read the DD entries, the prastessor supplies the
Relation IDto the RLC. The RLC then reads the specied DD entry into the dita
register by de-asserting tiRL.CRDinput signal of the DD (as shown in Figure 8). This
RU data register may then be read by the host processor.

Similarly, the host processor may request the RLC to poputa relation store with
the input tuples that will be processed by the RU. To perfdnis dperation, it supplies
the RLC with the input tuples and the physical address {staftom which the tuples will
be written into the relation store). The RLC then passesitfitgmation to the external
memory controller and requests it to write these input tsiptethe relation store by de-
asserting th&kLCRDinput signal of external memory controller. The host precesnay
also request the RLC to read the tuples from the relatiore st perform this operation,
it supplies the RLC with the physical address (from which aput tuple will be read
from the relation store). The RLC then requests the extamahory controller to read
the speci ed tuple into the RU data register by assertingRh€RDinput signal of the
external memory controller (as shown in Figure 8). This Rtadagister may then be read
by the host processor.

2.5 Query Plan Execution Engine (QPEE)

Figure 10 shows the overall structure of the Query Plan Bi@tiEngine (QPEE). The
QPEE has three internal registers nam@lgtive Contextregister,Next Contextregister
and theQP Counterregister. TheActive Contextegister stores the value of the context
currently being executed by the QPEE. THext Contextegister stores the value of the
next context that will be switched to after the executionhe tontext pointed to by the
Active Contexregister. Additionally, th€QP Counterregister is used to execute the con-
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Fig. 10: Query Plan Execution Engine (QPEE).

texts loaded in the QPEE in a loop. For example, if the QPEB&déd with 2 contexts
(namely Ctxy' and Ctx;") and theQP Countelis loaded with a value of 2, the QPEE will
automatically execute the contexts in the following segeerCtxy, Ctxg, Ctxg andCtx.

The number of cycles that any speci ed context is executgrbdds on thé&xecCycles
eld of QPEE. The value of this eld is compared with ti&ycle CounterRegisterat each
clock cycle by an equality comparat@€dmg =g). As soon as the two values become
equal, the comparator requests the QPEE to switch to thecoexéxt. The QPEE then
communicates with the RLC to con gure the device in the naxitext. At the same time,
Comy = g resetLCycle CounterRegisterto zero.

2.6 Recon gurable Logic Controller (RLC)
The RLC is the main controller for the RU and contains threarBa-bit registers namely:

(1) Command Register (CR): The command register is usededlgdht processor to con-
trol the RU unit. The host processor requests the RLC to parfpeci c commands
by writing to the command register. These commands are ihescin more detail in
Figure 11.

(2) Data Register (DR): The data register is used by the hosegsor to write data related
to the commands it sends to the command register. This istddmeve a clearer sep-
aration between the commands that are sent by the host poo@xl their associated
data. The interpretation of the data values written to the dzgister are described in
more detail in Figure 11.

(3) Status Register (SR): This read-only register storesctirrent state of the RU. The
states of the RU are described in more detail in Figure 11. hids processor can
also read the current state of the RU to determine for exaifiile RU has nished
computation.

2.7 Interfacing Between the Host Processor and the RU Coprocessor

The CPU is interconnected to the RU using a crossbar switdie RU RLC registers
such as the command register, data register and statuteregis memory mapped in the
CPU memory space. The crossbar switch translates mematinndiz requests to the RU
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Fig. 11: Command Register (CR), Status Register (SR) and Ragjister (DR) formats.
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address space into control signals for the RLC. All other mmmead/write signals are
forwarded to the memory controller. This approach is simitathe coupling approach
between processors and recon gurable coprocessors inreviops work [Vaidya and Lee
2007].

Furthermore, as opposed to our previous work where the ClUWdhsynchronize with
the RU by continuously polling the cycle register, we havplemented an interrupt mech-
anism between the CPU and RU. An interrupt is raised to thegrosessor to indicate that
the query plan loaded to the RU has been executed and thuftheah read the interme-
diate results from the relation store.

3. FULL-SYSTEM SIMULATION

In this section we describe the full-system simulation apph we have used to model a
system consisting of a host processor and an RL coproc&¥sdrave used this full-system
simulator and the RU model for our experimentation outlime8ection 5.

3.1 Microprocessor Model for MPC750

We utilize the GXEmul instruction set simulator [GXEmul 3p@ model our target MPC
750 system. Since GXEmul is not a cycle accurate simulaterassume that each in-
struction is executed by the processor in one clock cycles Bhalong the lines of the
argument put forward by popular full-system simulatordsas Simics [Magnusson et al.
2002]. We utilized the existing GXEmul models for MPC750q@ssors, which are mod-
eled functionally using the C language. Furthermore, weeggban existing symmetric
multiprocessing RTOS (further described in Section 3.3}fentarget architecture. We
decided to use GXEmul over other popular research simslatah as Simics [Magnusson
et al. 2002] because of two reasons. Firstly, we had alreadgt GXEmul in our previous
work [Vaidya and Lee 2007]. Moreover, it was relatively egsyort and test a symmetric
multiprocessor operating system such as Atalanta RTOS¢8@h 2002] on GXEmul.

3.2 Full System Simulation Environment

GxEmul is a full-system simulator [GXEmul 2008]. It prov&li@struction-level simulation
model for an MPC750 microprocessor. Additionally, it pree$ multiple device models
for simulating the entire host platform. All the device mtsdare written in C and are
available from [GXEmul 2008]. In our research, we utilizée texisting GXEmul pro-
cessor models for an MPC750 system, a console device, abarossitch and an RTC.
Moreover, GXEmul allows integration of custom device medeto the full-system sim-
ulator. The RU device model is integrated as a device intor{E We have written the
RU device model entirely in C. The crossbar device intereatsithe CPU, RU and the
memory controller. This crossbar is also responsible fanglating memory read write
signals into control signals for the RU. As opposed to tiad#l approaches of extending
the instruction set of processors, our approach treats thedprocessor as a custom de-
vice con gured and controlled via simple driver routineséere are three primitive driver
function routines:

(1) WriteToCmdRegister(struct RLCCommandRegr cmd): Thigfion is used to mar-
shal the structure representing the command registec{giLCommandRegr) into a
32-bit unsigned integer value and write this marshalleegat value to the command
register.
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(2) WriteToDataRegister(struct RLCDataRegr data): Simitathe WriteToCmdRegis-
ter function, this function is used to marshal the struct RBla@Regr into a 32-bit
unsigned integer value and write this marshalled valuegaltiia register.

(3) ReadStatusRegister(): This function reads the stagister of the RU and returns it
to the calling function as a 32-bit unsigned integer.

Furthermore, we have developed several wrapper driveinesis part of our research.
These driver routines take input parameters corresporntdirgspeci ¢ function and in-
ternally call the primitive driver routines to write the camands described in Figure 11
to the RU. For example, the WriteToDD(RelationID, StartAdeindAddr) rst wraps the
RelationID parameter into an RLCCommandRegr structurghdh internally calls the
WriteToCmdRegister driver routine to write the command 0fis driver routine then
packs the StartAddr and EndAddr in an RLCDataRegr strucnce calls the WriteTo-
DataRegister primitive driver routine. Finally, this dgivroutine packs a switch to RDY
status (0xA) command into the RLCCommandRegr structurecafld the WriteToCm-
dRegister primitive driver routine. We have provided wrapgriver routines for each of
the commands described in Figure 11 under Section 2.6.

3.3 Atalanta RTOS

In our experimentation, we have ported and tested the A®IBMOS [Sun et al. 2002]
on the full-system simulator described in Section 3.2. &t RTOS is a multi-tasking,
event-driven, priority based RTOS, which is small, compaal deterministic. Atalanta
RTOS can currently be run on ARM and PowerPC shared memonypradessor systems.

3.4 Con guration Bitstream Generator

Most previous approaches using coarse-grained FPGAs legpended on generating the
con guration bitstream by hand (e.g., [Vaidya and Lee 2Q00However, this approach
is laborious and error-prone during experimentation. leemt this article, we have de-
veloped a Graphical User Interface (GUI) in C# to generatecttn guration data. This
con guration bitstream generator GUI shown in Figure 1®al the user to generate con-
guration bitstreams for the RU model described in SectionThis interface allows the
user to specify the number of rows and columns of an RUCEhEuriore, the user can
specify the number of input ports present in the RU. Curyetite maximum number of
input ports supported by the con guration bitstream getweres four. However, as part
of the work outlined in this article, we used two-input pottl Fnodel. The con guration
bitstream generator GUI also allows the user to generatedheguration bitstream for
a single context as well as for all the contexts that can beedtim the context memory.
Additional parameters such as data dictionary size and mesige can also be inputted to
generate a con guration data le for the RU model. The conrgtion bitstream generator
is designed so that the user can easily store the con gurdtita in the le, reload the con-
guration data from a le, change con guration parametergiooutput a new con guration
bitstream.

4. DATABASE ALGORITHMS IMPLEMENTED ON THE RU

4.1 Notations

Before we describe the implementations of the databaseithigs using our proposed
multicontext recon gurable coprocessor model, we here prilescribe the notations used
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Fig. 12: Con gurator Graphical User Interface (GUI).

in this section. Relations are represented by capitalrlstteh asA, B andC. If the
relationA is an n-ary relation, theA:1;A:2;:::A:n represent the@ DSM binary relations
(or BATS) consisting of surrogates of conceptual schemathadctual attribute values.
Theit" tuple of a BAT (sayAK) is represented ag . Each tuples; consists of a pair of
attributes namelg;.:OID representing a unique identi er of this BAT tuple aagk:value
representing the actual attribute value of conceptuatioelad. Finally, letjAj represent
the cardinality or the number of elements in a relatton

We will represent an RUCE witin rows andn columns using a two-dimensional matrix
T. LetT;; represent théi; )" cell of the RUCE. The state elements of the modules of
each cell are representedgf Moduleg.

For example T;;jf Control Registeasg; a,ug represents the value stored in the database
ALU control register for the(i; j)™" cell of the RUCE. Since, the state of the cells can
change over time as well as due to context changes, we reptbsestate elements of a
module of a cell con gured in a contexk”at time t' as T;;;f Modulegtk. For example,

Ti;if Registe{O]gg represents the value stored in Registef0] of (i; j)" cell of the RUCE
at timet = 5 when the RU is con gured in context "0'.

In the pseudo-code of database algorithBmtext krepresents the execution of the RU
when the RU is con gured in context “k'. Figure 13a shows tla¢adow when the RU is
executing in context “0' while Figure 13b shows the data olem the RU is executing in
context “1'. In context "0, the cell at the top-left cornditbe RUCE reads the input tuples
from input port 0 (IP0) while in context “1' the cell at the tgft corner of RUCE reads
from input port 1 (IP1). Additionally, in the pseudo-codes Algorithm 1 (equi-join),
Algorithm 2 (non-equi-join) and Algorithm 3 (inverse logky m refers to the number of
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Fig. 13: Data ow in context “0' and context "1'.

customer lineorder date
custkey(pk) <—| linenumber(pk) gatekey(pk)
customerlD custkey(fk) dW_year )
customer_name lo_extendedprice w_mont
customer_addr lo discount dw_date
customer_phone transactiondate(fk)

Fig. 14: Simpli ed TPC-H database schema.
rows whilen refers to the number of columns in RUCE.

4.2 Sample Database Schema

In this section, we describe the simpli ed TPC-H databadesta that we have used dur-
ing our experimentation. We will also use this databasersah® explain the implemen-
tation of the database algorithms on the RU unit. Figure b#vstour simpli ed database
schema. It consists of three tables namely lineorder, dateastomer.

The lineorder table has a primary key named linenumber.sithia foreign keys namely
custkey (that references the customer table) and trapsaetie (that references the date
table). The table lineorder also contains additional imfation such as the extended price
of the item (lo_extendedprice) and the discount offeredHtiertransaction (lo_discount).
The customer table has a primary key named custkey. It hasmiation speci c to the
customer such as their customerID, name (customer_nada¥gss (customer_addr) and
phone number (customer_phone). The date table is usedr®th® actual transaction
dates. This table has a primary key named datekey and othds sich as dw_year,
dw_month and dw_date that store the information relatedddransaction dates.

4.3 Algorithm for Equi-Join

The Equi-Join operation is used to combine two related tuples from the timirjg ta-
bles into a single combined tuple. This operation allowsutber to process relationships
between two relations. It is also one of the most commonly ageerations in databases.
For example, suppose we wanted to determine the customerbavie currently placed
an order with the company. Table | shows a sample customks wdiile Table Il shows
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Table I: Sample Customer Table
customer
OID | custkey (pk) | customerid | customer_name | customer_addr | customer_phone
1 10 100 John Doe Indianapolis 317-XXX-XXX
2 11 101 Jane Doe San Jose 912-XXX-XXX
3 12 210 John Inc. Bloomington 319-XXX-XXX
4 13 203 Jane Inc. West Lafayette | 765-XXX-XXX
5 14 300 Doe Corp. Indianapolis 317-XXX-XXX
6 15 304 Doe International Indianapolis 317-XXX-XXX
Table II: Sample Lineorder Table
lineorder
OID | lineno.(pk) | orderkey | custkey (fk) | lo_ext.price | lo_disc. | trans.date (fk)
111 29 1001 10 1000 0 1
121 31 1011 11 1200 2 1
131 32 2011 12 1000 2 2
141 33 2031 14 2000 3 2
151 14 300 13 200 2 3

Table 11I: Output of Joining customer.custkey BAT with loreler.custkey BAT

customer.custkey join lineorder.custkey (=
OID (customer) OID (lineorder)

111

121

131

141

151

AW N

the lineorder table. Note that the OID column is a physicéhldase identi er and is not
part of the conceptual schema outlined in Figure 14. Tabkhbws the results of the join
operation. This join operation can be performed using tHeviing query.

SELECT customer.custkey
FROM  customer, lineorder
WHERE customer.custkey = lineorder.custkey

Algorithm 1 outlines the processing carried out when a jgaration is executed on the
RU unit.

ALGORITHM 1 Join algorithms on RUCE
Context 0: Execution of RUCE in Context 0
Portof Constangg A #of cyclesto execut# Initialize the port counter
for Portyf CycleU pCounteg A 0 to Portyf Constanfg

Lett A Portgf CycleU pCountey

for col A 0tom// do in parallel in the RUCE

for rowA 0ton// do in parallel in the RUCE
if i = 0and j= 0 // special case for top-left cell in RUCE
/I The input value read from the port is buffered in theple Buf fer of the cell
7 'I'i;jfTupIeBuffe[gloA Portyf valueread from R$
/I At the end of the clock cyclRegistef0] contains the tuple read from the left input of the cell

8 Ti.jf RegistefOlg? A Ti.jf TupleBuf ferg’
9 else// all other cells read from the neighboring cells accordmthe data ow shown in Figure 13a

o0 WN PR
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10 T f TupleBufferg? A Ti; 1y mymodm((ji 1+ nymod Registe[O]ggi 1
11 Ti.jf RegistefOlg’ A T;.jf Tuple Buf ferg’

Context 1: Execution of RUCE in Context 1

12 Port;f Constangg A #of cyclestoexecut# Initialize the port counter
13 for Portyf CycleUpCounteg A 0 to Port;f Constanfg

14 Lett A Port;f CycleU pCountey

15 for col A 0tom// do in parallel in the RUCE

16 for rowA 0ton// do in parallel in the RUCE
17 if i = 0Oand j= 0 // special case for top-left cell in RUCE

/I Thelnternal Cell Mux selects the buffered tuple and outputs it
18 Ti.;f Internal Cell Mux g :outputA TupleBuf fer

/I Thelnternal Cell Mux selects the right-hand side input and outputs it
Ti;jf Internal Cell Mumgtl:outputA Port; f value read from R$

19 do_join ()
20 else// all other cells move data as shown in Figure 13b simultariggesforming join
/I Thelnternal Cell Mux selects the buffered tuple and outputs it
21 Ti;jf Internal Cell Muxgtl:outputA TupleBuf fer
/I Thelnternal Cell Mux selects the right-hand side input as per the data- ow angdudstit
22 LetpA ((ij 1)+ m)modm
23 LetgA ((ji 1)+ n)ymodn
24 Ti;jf Internal Cell Mux;gtl:outputA Togf Registe[2]g?ti 1)

/I ThePredicate ALU Muk selects the value outputted frdmiernal Cell Mux.
// while Predicate ALU Muy selects the value outputted frdmternal Cell Muxg
25 do_join ()

Proceduredo_join (): Execution of the join in Database ProcessingCore
/I ThePredicate ALU Muk selects the value outputted frdmternal Cell Mux.
/I while Predicate ALU Muk selects the value outputted frdmternal Cell Muxg
/] These two values are then compared for equalifyriedicate ALU
/I1f they are equal, then the OIDs from the two equal tuplesaatputted
/I Since the result is valid, the corresponding write-eaaiynal is asserted by tf¥atabase ALU
26  if T;jf Predicate ALU Muxg:outputvalue= T;;;f Predicate ALU Mug, :outputvalue
27 Ti:if Registe[l]gS:OIDA Ti:jf Predicate ALU Muxg‘l:outputOID
28 Tijf Registe[l]gtl:VaIueA Ti;jf Predicate ALU Muggg:out putOID
29 Ti.jf Database AL write_enableA TRUE
30 elsel/ join condition failed, hence write-enable is de-asskrte
31  T;fDatabase ALl write_enableA FALSE

Microcode in QPEE

32 QPEE[0]:ContextA 0// The rst entry of QPEE is to execute context O

33 QPEE[0]:ExecCycled. m£ n// Execute context 0 so that data is streamed till the bottgigell
34 QPEE[0]:SaveCounteA 1 // Save the memory counter between context switches

35 QPEE[1]:ContextA 1 // The second entry of QPEE is to execute context 1

36 QPEE[1]:ExecCycled\j lineorderj // Context 1 streams the entire table lineorder once

37 QPEE[1]:SaveCounteA 0 // There is no need to store the memory counter between cawitches
38 QPEE QPCounteg A 1%USiomes

39 while QPEE QPCounteg € 0 // do forQPCountertimes

40 Per f orm Context Switch ToContéxt/ The QPEE switches the RU to Context “0'

41 while QPEE Cycle CounterRegisteg 8 QPEE[0]:ExecCycles// Wait cycles

42 Per f orm Context Switch To Contelxt/ The QPEE switches the RU to Context “0'

43 while QPEE Cycle CounterRegisteg § QPEE[1]:ExecCycles// Wait cycles

44 QPEHE QPCounteg A QPEEf QPCountegi 1

To explain Algorithm 1 (equi-join) in detail, consider th@d BATs customer.custkey
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and lineorder.custkey. Initially, the QPEE is initializadth the values shown in Lines
32-44. When the host processor instructs the QPEE to run tbeooide in QPEE, the
QPEE switches to the rst context — 0. In context 0, the porttoaller reads the values
from Table customer.custkey. These values are buffereth@mdshifted right at each clock
cycle as shown in Figure 13a. When the rst value arrives abthttom-right cell, context
is switched to context 1. At this moment, each cell has baffex single tuple from the
customer.custkey BAT. In context 1, BAT lineorder.custkeynoved through the cells as
shown in Figure 13b. At each cycle, the value eld of the tufstam lineorder.custkey
BAT is compared with the buffered tuple from customer.cegtkif they are equal, then
the database ALU outputs a new tuple of the form {OID (fromtooger), OID (from
lineorder)}. This tuple is then written to an intermediatdation stored in the relation
store.

4.4 Algorithm for Non-equi-Join

A non-equi-join is also a comparison-based join. Howeverppposed to the equi-join
operation which uses the equality comparison, a non-eguiyses theLESS THAN
GREATER THANLESS THAN OR EQUAL TENdGREATER THAN OR

EQUAL TOcomparison operations. A non-equi-join operation is usadroonly when
the database administrator wants to perform ranged seteati the attribute of one table
and then join the Itered results with another table. Forrapée, assuming the same input
tables (i.e., Tables | and Table II), a query which liststadl brders whose custkey is greater
than 10 can be represented as shown below.

SELECT customer.custkey
FROM  customer, lineorder
WHERE lineorder.custkey > 10

Algorithm 2 outlines the processing carried out when a ngui-in operation is ex-
ecuted on the RU unit. The hardware algorithm for non-equi-{Algorithm 2) is very
similar to the equi-join algorithm. Hence, we only highlighe differences and summa-
rize the rest.

ALGORITHM 2 Non-equi-join algorithm on RUCE

Context 0: Execution of RUCE in Context 0

1-11 // The pseudo-code for context 0 is same as that desgrilieés 1-11 for Algorithm 1 (equi-join).
/l'In context 0, the port controller reads the values froml@astomer.custkey.
/I These values are buffered and then shifted right at eacik clycle as shown in Figure 13a.
/I When the rst value arrives at the bottom-right cell, cortesswitched to context 1.

Context 1: Execution of RUCE in Context 1

12-25// The pseudo-code for context 1 is very similar to treugs-code of context 1 in Algorithm 1 (equi-join).
/I When the RUCE is con gured in context 1, each cell has a baffeuple from customer.custkey BAT.
/I'In context 1, BAT lineorder_custkey is moved through thiscs shown in Figure 13b.
/I At each cycle, the value eld of the tuple from lineorderstkey BAT is compared with the buffered tuple
/I 'as well as the constant "10'".
/' the predicate ALU indicates that the comparison is tthen the database ALU outputs a new tuple
/I of the form {OID (from customer), OID (from lineorder)}.
/I This tuple is then written to an intermediate relation stbin the relation store.
/I The only difference between the equi-join and the non-gmjn algorithm is in line 19 and line 25,
/I where the procedurgo_non_equi_join () operation is executed in the DPC
Il instead ofdo_join ().
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Proceduredo_non_equi_join (): Execution of the non-equi-join in Database ProcessinggCor
/I ThePredicate ALU Muk selects the value outputted frdmternal Cell Mux.
/I while Predicate ALU Muy selects the constant value storecCionstang
/I These two values are then compared for the query-de ned eosgn inPredicate ALU
/I 1f the two tuple satisfy the comparison operation, then@s from the two equal tuples are outputted
/I Since the result is valid, the corresponding write-eaagnal is asserted by tiatabase ALU
/I Note that the following the constant of comparison (10)ésed inConstang

26 if Tj;jf Predicate ALU Muz(gtl:out putvalue< ﬂ;ijonStam;gll:value

27 Ti;if Registef1] LoD A Ti:jf Predicate ALU Muxgtl:outputOID

28 Ti;jf Registefl]g, :ValueA T;jf Constankgg:outputOID

29 Ti.jf Database ALLgtl:write_enabIeA TRUE

30 elsel// non-equi-join condition failed, hence write-enable ésabkserted

31 T;f Database AL\g write_enableA FALSE

Microcode in QPEE
32-44 /] The microcode in QPEE is the same as that describeukin 32-44 of the equi-join algorithm
(Algorithm 1).

4.5 Inverse Lookup Operation

The inverse lookup operation is used to obtain the tupledhefprimary relation given
the OIDs. For example, if we are given the OIDs 1, 2, 3 and 4 efdhstomer table,
an inverse lookup operation on the customer_custkey BAT auilput the tuples {1,10},
{2,11}, {3,12} and {4,13}. This operation is important begse it allows the database
kernel to perform selection on a different BAT based on treulte obtained in the join
operation.

For example, suppose we wanted to nd the discount givenl thalcustomers. We rst
perform a join between the customer.custkey and the lireganastkey BATs. The tuples
from this join operation contain the OIDs of both the custormed lineorder table. The
next step is to simply perform an inverse lookup of the Olesrfithe intermediate result
produced by the join and the lineorder.lo_discount BAT.

Algorithm 3 outlines the processing carried out when anrsedookup operation is
executed on the RU unit.

ALGORITHM 3 Inverse lookup algorithm on RUCE
Context 0: Execution of RUCE in Context 0
1-11 // The pseudo-code for context 0 is same as that desdrilieés 1-11 for Algorithm 1 (equi-join)
/I and Algorithm 2 (non-equi-join).
/I In context 0, the port controller reads the values froredirder.lo_discount BAT.
/I These values are buffered and then shifted right at eacik clycle as shown in Figure 13a.
/I When the rst value arrives at the bottom-right cell, contexswitched to context 1.

Context 1: Execution of RUCE in Context 1
12-25// The pseudo-code for context 1 is very similar to treugs-code of context 1 in Algorithm 1 (equi-join).
/l and Algorithm 2 (non-equi-join).
/I When the RUCE is con gured in context 1, each cell has a batfeuple from lineorder.lo_discount BAT.
/I In context 1, tuples from intermediate result BAT produbgdoin are moved through the cells as shown
in Figure 13b.
/I At each cycle, the value eld of the tuple from lineorder.Hiscount BAT is compared with the buffered tuple
II'lf the predicate ALU indicates that the comparison is tthen the database ALU outputs a new tuple
/I of the form {OID (from lineorder.lo_discount), OID (frotmeorder.lo_discount)}.
/I This tuple is then written to an intermediate relation stbin the relation store.
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/I The only difference between the equi-join and the invéws&up algorithm is in line 19 and line 25,
/I where the procedurieverse lookup () operation is executed in the DPC
/l'instead ofdo_join () anddo_non_equi_join ().

Procedureinverse lookup (): Execution of the inverse lookup in Database ProcessingCor
/I ThePredicate ALU Muk selects the value outputted frdmternal Cell Mux.
I/l while Predicate ALU Muy selects the value outputted frdmternal Cell Muxg
/I The value eld of the second table is compared with the OIId ef the rst table
I/ If they are equal, then the {OID, value} tuple from the nstble is outputted
/I Since the result is valid, the corresponding write-eaaijnal is asserted by tfatabase ALU
26 if Tj;jf Predicate ALU Muz(gtl:out putOID = T;;;f Predicate ALU Muxgtl:outputvalue
27 Ti;if Registef1] L-0ID A Ti:jf Predicate ALU Muxgtl:outputOID
28 Ti;jf Registefl]g; ValueA Ti;jf Predicate ALU Mukgg.out putvalue
29 Ti:;;jf Database ALLgtlzwritei enableA TRUE
30 elsel/ tuples did not match, hence write-enable is de-asserted
31 T;fDatabase ALW writej enableA FALSE

Microcode in QPEE

32 QPEE[0:ContextA 0// The rst entry of QPEE is to execute context 0

33 QPEE[0]:ExecCycled m£ n// Execute context O so that data is streamed till the bottgmiGell
34 QPEE[0]:SaveCounteA 1 // Save the memory counter between context switches

35 QPEE[1]:ContextA 1 // The second entry of QPEE is to execute context 1

36 QPEE[1]:ExecCycled\j lineorderj // Context 1 streams the entire table lineorder once

37 QPEE[1]:SaveCounteA 0// There is no need to store the memory counter between cawixhes
38 QPEH QPCounteg A !IntermedateTable

39 while QPEE QPCounteg 6 0 // do forQPCounterTim es

40 Per f orm Context Switch ToContékt/ The QPEE switches the RU to Context “0'

41 while QPEE Cycle CounterRegisteg § QPEE[0] :ExecCycles// Wait cycles

42 Per form Context Switch ToConteixt/ The QPEE switches the RU to Context “0'

43 while QPEE Cycle CounterRegisteg § QPEE[1]:ExecCycles// Wait cycles

44 QPEE QPCounteg A QPEE QPCountegj 1

5. EXPERIMENTATION, ITS RESULTS AND DISCUSSION
5.1 Experimentation

As part of our work, we have investigated the performancéefarious hardware algo-
rithms on a recon gurable multicontext coarse-grained PP®e have used the GXxEmul
full-system simulator (described in Section 3) to model aR@Z50 processor coupled
with an RU coprocessor (whose architecture has been deddnbSection 2). The pro-
cessor was simulated to run at 400 MHz while the RU was siredlad run at 20 MHz.
Hence, the RU was about 20 times slower than the CPU. Theggsineies of operation of
the processor and the RU were selected to match closelytibhefahe operating frequen-
cies of ne-grained FPGAs and Athlon processors in modegh+tgerformance computing
systems such as the [DS1000 2008; CrayXT5 2008; XD1000 2@ag]each of our ex-
perimentation, we generated and evaluated the instrutthees from the execution of the
simulated run of a query on the processor and the RU copracéssdifferent RUCE
sizes. We then compared the performance of query executibardware with the perfor-
mance of query execution in software. Finally, we calcuadtee speedups obtained from
executing the query using the proposed RU model. In each oéxperiments, we kept
the join selectivity (i.e., the ratio of the number of tupthat are valid for join to the total
number of tuples) to be 0.5.
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For the experiments, we simulated the execution of a querghwik similar to the TPC-
H query Q1. This query can be rephrased in normal English eletEthe price of the
orders placed between years 1994-1999 where the discotetn gias between 1-3%".
The query plan for this query was generated by hand, and amdteode was written to
write this QPEE to the RU using the driver functions desatilbeSection 3.2.

SELECT lineorder.lo_extendedprice

FROM lineorder, date

WHERE lineorder.transaction_date = date.datekey
AND date.dw_year < 2000

AND date.dw_year > 1993

AND lineorder.lo_discount > 2

AND lineorder.lo_discount < 4

5.2 Experimental Results And Analysis

In each of our experiments, the RU con guration bitstreans ganerated using the con g-
urator GUI we described in Section 3.4. As the proposed RUalgichulator is customiz-
able with the RUCE size and the number of input ports, we ads@rated the parameters
for the RU simulation model using this con gurator interéacThe full-system simulator
GxEmul was then used to simulate our system. To execute tineraéntioned query, ini-
tially Atalanta RTOS [Sun et al. 2002] was booted on to thecessor. We include the
number of cycles required to boot the operating system alsasdhe cycles spent in the
operating system kernel in our analysis of the workloadsTapresents the true nature of
the workload in a real uniprocessor system. The software @b then used to write the
database relations/tables to the relation store. The dztardhry was updated with entries
corresponding to the table sizes. Furthermore, the quanry gdrresponding to the query
was written to the QPEE. Finally, the context memory wastemitwith the con guration
bitstream generated by our con guration bitstream gewerdthe software code used the
driver functions described in Section 3.2 in these stepsteyact with the RU.

In the experiments, our goal was to determine if there weeedpps obtained in using
the proposed RU model to execute queries in hardware. Faxjeriments, we obtained
the number of cycles required to execute the query on the RiJaMb obtained the the
number of cycles taken to execute the query in software alBimee, our simulator reports
execution time in the number of instructions executed, veei@ed that each instruction
took one cycle. Table IV shows the result of running the psggbquery algorithm in only
software for database relations/tables that contain 5124,12048, 4096 and 8192 tuples
each. Table V shows the number of cycle executed by the haedvedtware codesigned
guery plan for the same table sizes as that explored in Tabl&dble VI summarizes the
speedup results from executing the query in hardware assego software.

From each of our experiments, we expected that the harduwgostams perform faster
than the software algorithms. This is because the RUCE canrmdered as a large SIMD
engine performingn x n comparison and join operations simultaneously. As a resalt
expected a speedup proportional to the RUCE gize (). Furthermore, we also expected
an increased speedup for larger RUCE sizes. However, @tilegéy although relatively
high speedups were obtained by using the RU, the speedupbtai@ed were less than
the speedups we expected. This is because our RU operatedlaiower frequency than
that of the processor. It is also interesting to note thatsiheedup obtained in using the
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Table 1V: Software Only Execution Cycle Results (the laygee slower)
Number of Cycles Executed (S/W Version)
Table Size 512 1024 2048 4096 8192
Total Cycles| 2,368,522| 9,446,408| 37,757,960 151,004,174| 603,989,000

Table V: Hardware/Software Execution Cycle Results (thgdg the slower)

Table Size 512 1024 2048 4096 8192

4x4 | 380,354| 1,398,211 5,400,593| 21,238,892 84,467,603
RU Size| 8x8 | 133,942| 413,262 | 1,464,628 5,532,663 | 21,537,794
16x16| 72,430 | 166,661 | 480,819 | 1,599,193 | 5,805,637

Table VI: Performance Summary (the larger, the faster)

RU Size| 512 | 1024 | 2048 | 4096 | 8192

4x4 6.23 | 6.76 | 6.99 7.1 7.15
8x8 17.68| 22.86| 25.78 | 27.29 | 28.04
16x16 | 32.7 | 56.7 | 78.53 | 94.43| 104.03

RU for query processing is higher for larger input tablesisThbecause the cost of setting
up the RU with input data tables, query plan, data dictiorariyries and con guration
memory is amortized over a larger processing time for latgges. This indicates that the
hardware algorithms might not be appropriate for perfogijoins on small tables as the
cost of setting up the RUCE will be a signi cant portion of gqueost.

From the results we make the following conclusions:

(1) Query processing using hardware coprocessors showscsigt speedups as com-
pared to the software query processing. This can be seendpeedups outlined in
Table VI. Furthermore, as the size of the RUCE increasese tisea corresponding
increase in speedups obtained by query execution in the RU.

(2) Hardware coprocessors show increased speedups fer lamut tables. This is be-
cause the cost of con guration and context switches is ameatover the time taken

to process larger input tables.

6. CONCLUSION

In this article, we have presented a novel coarse-grainedriRgurable coprocessor Unit
(RU) model used to accelerate database operations. We h#ireed the architecture of
the proposed RU model and described driver functions torabtttis RU model. Fur-
thermore, we have developed and described the con gurdiibstream generator used
to generate the con guration bitstreams for various harg@vwagorithms. We have also
described the pseudo-code of the proposed hardware algaritunning on the RU. To
evaluate the performance of these algorithms, we have dstean existing full-system
simulator with a device model for the RU and integrated ibittie simulator. Our re-
sults indicate that multicontext coarse-grained reconadple coprocessors de nitely show
promise in improving the performance of databases withdyge® of one to two orders of
magnitude.
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Traditionally, the database community has largely avougsidg hardware accelerators
for databases. However, recent times have also seen thiepieant of high-performance
machines that consist of multiple processors and recomlgler coprocessors. Along the
lines of these machines, high-performance database seraarbe developed that would
consist of processors and database accelerators simita RIU model we propose in this
article. Moreover, with the advent of automated HDL gerieratools, C-to-FPGAS com-
pilation tools, communication libraries and recon guaatiAPIs, recon gurable logic co-
processors such as FPGAs offer promising avenues to overttantimitations of database
machines that were of concern to the database communityce;lemsearch should be di-
rected in exploring how to utilize such hardware databaselarators.
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